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Abstract

Modern Hopfield Networks (HNs) have the ability to store a large number of target

memories (e.g. binary patterns) and then recall a memory in its entirety when prompted by

a sub-set or perturbed version of it; in this sense, these networks demonstrate properties of

a Content Addressable Memory (CAM). Associative memory operates in a similar manner,

with memories being elicited by cues of partial or noisy information. Hence, these models

provide a basis for modelling associative memory in humans. However, these modern

HNs often use functions that rely on many-body synapses and are thus not accurate to

neurobiology. More biologically realistic versions of modern HNs have been proposed,

although these implementations often still utilize the softmax function. Computing the

softmax for a single node in a layer requires the knowledge of all other nodes in that layer,

resulting in non-local computations. The softmax function also causes each target memory

stored in the network to correspond to the activation of a single hidden node. Such one-

hot representations are not robust, and not observed in biological neural networks. In

this thesis, we investigate more biologically plausible versions of a modern HN that uses

the softmax function. Specifically, we introduce a more biological version of this network

by using a local softmax function – the locLSE network. To ensure each target memory

has a distributed hidden representation, we propose a network that applies population

coding to the hidden layer via the Neural Engineering Framework (NEF) – the Distributed

locLSE network. Both proposed networks can learn the connection weights using a local

learning rule derived from gradient descent on the energy function. It is found that the

proposed, more biologically accurate, versions of the original modern HN still demonstrate

capabilities of a CAM at similar rates to the original. Lastly, the NEF is applied to the

entire locLSE network by implementing it using a software tool called Nengo. The locLSE

network in Nengo is found to behave as a CAM for small datasets of target memories, and

provided there are enough neurons in the network.
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Chapter 1

Introduction

Artificial Neural Networks (ANNs), inspired by the biological neural networks in the brain,

have shown great success in tasks pertaining to a variety of disciplines. Like our brains,

ANNs can handle a wide range of complex tasks involving recognition/classification, speech

synthesis, image data compression, forecasting and prediction, and so on. However, deep

learning algorithms used in ANNs have been criticised for being inconsistent with neuro-

biology [29].

Nonetheless, there have been many efforts in computational neuroscience to create more

biologically realistic ANNs. Hopfield networks (HNs), for instance, are Recurrent Neural

Networks (RNNs) that can store binary patterns (or “memories”) and retrieve them when

given a partial or perturbed version of one of these patterns [16]. In this sense, HNs act

as a content-addressable memory (CAM), which is a system that can retrieve a memory

(e.g. a pattern) given sufficient partial or noisy information (part of the memory). For this

reason, HNs also provide a model for understanding associative memory in humans. HNs

are based on an energy function, E, which combines the cost of neurons being active in the

network, and the inconsistency between connected nodes. This consistency is measured by

an interaction function, F . Traditional HNs use F (x) = x2 as this interaction function.

Much more recently, Krotov and Hopfield presented Modern HNs, or Dense Associative

Memory (DAM) models [21]. These models are HNs that use polynomials as the interac-

tion function in the energy. Although this was shown to improve some aspects of these
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networks (i.e., their storage capacity, and robustness to adversarial attacks [19]), it moves

the implementation of HNs to be further from biology. This is because these models now

rely on many-body synapses, where the input to a node depends on nonlinear combina-

tions of other nodes. For example, if one uses a quartic interaction function, F (x) = x4,

a single synapse would depend on 4 nodes. Since a biological synapse connects only two

neurons, these many-body synapses are not biologically plausible. To address this issue,

Krotov and Hopfield proposed a model of large associative memory that moves closer to

being biologically plausible by coupling a set of Nh hidden (or memory) nodes (with input

currents hj) to Nv feature nodes (with input currents vi) [20]. However, even in some of

Krotov and Hopfield’s neurobiological networks, the outputs of nodes still involve “con-

trastive normalization” via the softmax function. This means that the output of a node

is normalized with respect to the currents of all other nodes in the layer, without being

connected to them directly. These non-local computations are not biologically plausible.

Another factor that is biologically suspicious about this implementation is the fact that

each target pattern in the feature nodes corresponds to a one-hot representation in the

hidden nodes. The reliance on a one-hot representation is not robust, and not observed in

real biology. Hence, non-biological aspects are still present in these modern HNs.

In this thesis, we extend Krotov and Hopfield’s recent model of associative memory to

make it more consistent with neurobiology. Specifically, to ensure all computations are lo-

cal, we incorporate a more biological implementation of the softmax function. In addition,

we show that this network can learn the connection weights using a local learning rule

derived from gradient descent on the energy function. We also apply the Neural Engineer-

ing Framework (NEF) to the hidden nodes to create a distributed hidden representation

rather than a non-biological one-hot hidden representation. We take this a step further

by implementing the entire network using a software tool called Nengo which applies the

NEF to the entire network. Hence, this thesis works toward a more biologically realistic

implementation of a modern HN, and in turn a model of associative memory.
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Chapter 2

Background

2.1 Biological Plausibility in Neural Networks

Artificial Intelligence (AI) and neuroscience collectively contribute to our understanding of

the brain and motivate the study of biologically plausible neural models. In neuroscience,

understanding how external stimuli are represented by the patterns of action potentials

they evoke in biological neural networks is still an open question. To answer this question,

we need models to interpret experimental neuroscience data [27]. However, although in-

spired by biology, ANNs are typically inaccurate to how biological neural networks operate.

From an AI perspective, we are also motivated to study models that are more biologically

accurate as it could overcome certain hurdles and limitations in AI today (the requirement

for big data, the presence of adversarial attacks, AI alignment problems, etc).

When it comes to creating more biologically realistic ANNs, there are many things

to consider. Namely, to be deemed biologically plausible, an ANN should involve only

local computation and local plasticity [4]. Local computation refers to the restriction

that a node only performs computations which involve the activity of its input node and

their associated weights (not with information from other parts of the network). Local

plasticity is the restriction that synaptic changes can only depend on the activity of pre- and

post-synaptic nodes. This is one of the reasons that backpropagation, an algorithm used
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extensively in practice for training feedforward deep ANNs [31], is not biologically plausible

in a lot of implementations. Hebbian learning (discussed more in section 2.1.2) is more

biological in that it obeys this local plasticity restriction. Another aspect to consider is the

architecture of the network. Although there is evidence of roughly hierarchical arrangement

and function in the brain [18] – like in the ventral visual pathway – the cortex of the brain is

known to be recurrent. It is also theorized that groups (populations/ensembles) of neurons

represent external stimuli via non-linearly encoding and linear decoding. This is referred to

as population coding (or neural coding) and is the first principle of the Neural Engineering

Framework (NEF) [12].

2.1.1 Neural Engineering Framework: Population Coding

Experimental neuroscientists can collect data by directly observing and recording neural

activities (firing rate) with respect to environmental stimulus. A group of neurons is said

to represent a certain environmental quantity if the each neuron’s activity changes as the

stimulus does. The first principle of the Neural Engineering Framework (NEF) states that

populations (or ensembles) of neurons represent values through a nonlinear encoding and

weighted linear decoding.

There are many intermediate steps between the environmental quantity (stimulus) and

the neurons that encode it; we can approximate these processes using a linear remapping.

If x represents a given external stimulus, we can say that this stimulus is encoded in a

distributed representation across Ne neurons. Let a ∈ RNe×1 represent the activities (or

input currents) of these neurons. Using a linear remapping, α, we can approximate the

input current to these neurons with respect to the quantity x as,

a = α(x) = Wex+ be. (2.1)

Here, We ∈ RNe×1 are the encoding weights which control the change in slope and each

neuron’s preferred direction for this stimulus, while be ∈ RNe×1 are the encoding biases.

We can then describe the firing rate of these neurons with respect to their input currents

using a non-linear encoding, G(a), as the NEF suggests. This can be done using common
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non-linear functions like tanh (x) = ex−e−x

ex+e−x or σ(x) = 1
1+e−x , but we can also use more

biologically realistic functions. For instance, the firing rate of neuron i according to the

classic Leaky Integrate-and-Fire (LIF) neuron model is given by,

G(ai) =


[
τref − τm log

(
1− ath

ai

)]−1

for ai > ath

0 else
, (2.2)

where τref is the refractory period of the neuron, τm is the membrane time constant of

the neuron, and ath is the threshold of the neuron. The LIF neuron model describes the

sub-threshold membrane potential, or voltage, of a neuron. It does not model the neuron’s

spikes themselves, but rather simply records when a spike occurs. After the neuron spikes,

it remains dormant during its refractory period, τref, after which it starts integrating again.

It is important to keep in mind that in general, x is not just a single valued stimulus, but

rather we can have multiple stimuli that we want to encode in a population of neurons, and

each stimulus can be dependent on multiple different variables. Moreover, we could have

a matrix, X ∈ RD×M , containing M stimuli, each of which is dependent on D variables.

Likewise, the ensemble of Ne neurons encode these M stimuli differently; thus, we can

have a matrix A ∈ RNe×M which stores the activities of the Ne neurons for each of the M

stimuli via equation (2.1) where we now have We ∈ RNe×D.

We can then linearly decode the stimulus, X̂, from the neural activities, A, using

decoding weights DX ∈ RD×Ne , such that X̂ = DXA. To do this, we need to solve for the

decoding weights that minimize the error, Er, between the actual stimulus values and the

decoded values,

argminDX
Er = argminDX

∥X − X̂∥ (2.3)

= argminDX
∥X −DXA∥. (2.4)

To solve for the decoding weights, we create samples to “train” the decoding weights

with. To this end, we first create a set of Ns samples of our stimuli, Xs ∈ RD×Ns . Next,

we can compute the corresponding activities for these samples, As, and the approximate

decoded samples, X̂s = AsDX . Minimizing the difference between the actual and decoded
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sample values with respect to DX can be done using the Least-squares Minimization solu-

tion,

DX =
(
AsA

T
s

)−1
AsXs. (2.5)

Hence, as per the first principle of the NEF, we have that an ensemble of neurons represents

external stimuli via a nonlinear encoding and linear decoding,

A = G[WeX + be] encoding,

X̂ = DXA decoding.

2.1.2 Hebbian Learning

Hebbian learning is based on Hebb’s theory that synaptic plasticity is dependent on the

correlated activity of pre- and post- synaptic neurons [15]. That is, the synaptic connection

between two neurons increases in strength when the pre-synaptic neuron repeatedly or

persistently takes part in the activity of the post-synaptic neuron. This theory is often

shortened to the phrase “neurons that fire together wire together”. In terms of ANNs

this simply translates to increased connection weights between two neurons if they are

simultaneously active. Mathematically this can be described as

wij = xixj, (2.6)

where xi and xj represent the activities of nodes i and j respectively for a given stimulus,

and wij is the connection weight from nodes j to i. So, two nodes that have the same sign

will have strong positive weights while opposite signs lead to negative weights. Moreover,

the weights can be thought to represent the co-activation of the nodes in the network for

a set of external stimuli. When we want to store several stimuli in network, we can set the

weights to be the average co-activation over all the stimuli. Since this learning rule clearly

obeys local plasticity, it is biologically plausible by our previous definition.

Hebb’s theory describes an engram, meaning it details the means by which memories

can be stored in response to stimuli. One can imagine that if a given external stimulus

repeatedly causes the same pattern of neural activity then this set of active neurons will

become increasingly inter-associated. This idea that synaptic plasticity strengthens (or
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decreases) with the simultaneous activation (or inactivation) of neurons is also referred to as

Long-Term Potentiation (or Long-Term Depression), i.e. LTP (or LTD). These mechanisms

are often used to explain associative learning and memory [36, 40]. Sets of neurons can

become so strongly associated for given memories that when they are prompted by a

partial or perturbed version of one of these memories, the neurons automatically respond

as a whole, reconstructing the entire memory.

2.2 Hopfield Networks

John Hopfield published an influential paper dating back to 1982 in which he introduced a

method for using RNNs as a content-addressable memory system (CAM). These Hopfield

Networks (HNs) store binary patterns (i.e. target memories) and can then retrieve them

by converging to the closest pattern when given a partial or perturbed version [16]. These

networks were introduced as being fully connected RNNs. If we have a HN consisting of

N nodes, each node, vi, is set to be ±1 since the learned patterns are binary strings. A

visual of such a network is illustrated in Figure 2.1.

Let X ∈ {−1, 1}D×M represent the set of target memories (binary patterns) that we

want to store in the HN, i.e. the memory dataset. Then, X is a D ×M matrix where M

(indexed by m) is the number of targets and D (indexed by d) is the number of bits in

each pattern, with each Xdm ∈ {−1, 1}. The synaptic connections in a HN follow Hebbian

learning and thus the weight matrix, W , is set to be W = 1
M
XXT . Hence, the synaptic

weight connecting nodes vi and vj, Wij, will become increasingly positive as the set of

memory patterns for these nodes become more highly correlated (i.e., the more the nodes

share the same sign).

Given a vector, v representing the state of the nodes in the network, each node, vi then

changes/updates its value according to the following update rule,

vi =

1 if
∑

j ̸=iWijvj ≥ 0,

−1 if
∑

j ̸=iWijvj < 0.
(2.7)
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Figure 2.1: A diagram of a traditional HN with N = 5 nodes.

Hopfield recognized the connection between these models and the Ising model in physics.

The Ising model describes a lattice of interacting magnetic dipoles, where, similar to HNs,

each dipole can be “up” or “down” (±1), and this state is dependant on its neighbours

[16]. Like in the Ising model, one can write an energy function, E, describing the system.

In terms of HNs, E can be thought of as combining the “cost” of nodes being active

in the network by measuring the inconsistency/conflict between connected nodes. This

consistency between adjacent nodes is measured using an interaction function, F , which,

in traditional HNs, is defined as F (x) = x2. Hence, the energy function for the traditional
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HN is written as follows,

E = −1

2

∑
i

∑
j ̸=i

Wijvivj

= −1

2
vTWv

= −1

2

M∑
m

(Xmv)2, where Xm is the mth target pattern,

= −1

2

M∑
m

F (Xmv), (2.8)

where again, F (x) = x2. It is also important to point out that the update rule for the nodes

in equation (2.8) can be derived by performing gradient decent on E. That is, the algorithm

for updating v causes E to monotonically decrease, and the states continue to change until

a local minimum is reached. This strategy drives a lot of theory behind unsupervised

learning; since we don’t necessarily know the target output, rather than optimizing a loss

function, we use the energy which gives us something to minimize.

2.2.1 Modern Hopfield Networks

Much more recently, Krotov and Hopfield presented modern HNs, or Dense Associative

Memory (DAM) models, which are HNs that use interaction functions of the form F (x) =

xq, q ∈ Z+ in the energy [21]. Clearly, the case of q = 2 reduces to the traditional

HN formulation. Modern HNs were shown to have an increased storage capacity when

compared to traditional HNs. Specifically, for a network of N nodes, the original HN

can recall approximately 0.138N different patterns whereas the modern HN increased this

capacity to N q−1. It was later shown that modern HNs also improved the network’s

robustness to adversarial input [19].

2.2.2 Hopfield Networks and Biology

HNs have also gained interest for their link to human memory. These networks act as a

model of auto-associative memory since they can recover items from memory that have
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Non-biologicalBiological 

Figure 2.2: A diagram of traditional HN (left) and modern HN with interaction function

F (x) = x3 (right). In this case, the modern HN has weights that are dependent on three

nodes which is biologically implausible. Image reproduced from [20].

been distorted [8]. This can also be thought of as a form of cued-recall, where an entire

memory is recalled when prompted by a cue [10, 39]. For this reason, implementing HNs

in a biologically plausible manner moves us closer to a model that explains the process the

brain implements in certain memory tasks such as auto-associative memory and pattern

completion.

Although modern HNs improved some aspects of HNs, it moved the implementation

further from being biologically plausible. This is due to the many-body synapses introduced

from the polynomial interaction function. In Figure 2.2 we see the traditional HN on the

left and a modern HN on the right with a cubic interaction function, F (x) = x3. We can

see that the weights here depend on three nodes, and since a biological synapse can only

connect two nodes, these many-body synapses are biologically implausible.

To address this many-body synapse issue, Krotov and Hopfield proposed a model of

large associative memory that moves closer to being biologically plausible [20]. Their

approach was to couple a set of Nh hidden nodes, h (indexed by j), to a set of Nv feature

nodes, v (indexed by i). The full network of Nv +Nh nodes forms a bipartite graph, which
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behaves like a classifier; each target pattern in the feature nodes corresponds to a one-hot

setting of the hidden nodes, and vice versa.

Again, let X ∈ RD×M be our memory dataset which consists of M targets, each with D

bits. In these networks, ξ ∈ RD×M is the connection-weight matrix in which ξij represents

the strength of the synapse from hidden node j to the feature node i. The target memories

are stored in the connection weights, i.e., X = ξ, which connect the hidden nodes to the

feature nodes. The connections going in the other direction are symmetric to these weights.

For example, let ξ̄ = ξT , we have that ξij = ξ̄ji. In other words, the connection from hj

to vi, ξij, has the same weight as the connection from vi to hj, ξ̄ji = (ξT )ji. There are no

synaptic connections among the hidden nodes, or feature nodes. The outputs of the feature

and memory nodes are denoted by gi and pj respectively, which are (non-linear) functions

of their corresponding input currents. These functions are chosen such that pj =
∂Lh

∂hj
and

gi =
∂Lv

∂vi
, for some Lagrange functions Lh and Lv. The time constants for the feature and

memory nodes are denoted by τv and τh respectively. Hence, the entire network of Nv+Nh

nodes can be described in continuous time by the following dynamical system,

τv
dv

dt
= ξp− v + I , (2.9)

τh
dh

dt
= ξTg − h , (2.10)

where I denotes the input current to feature nodes v. A small example of the network

discussed above can be seen in Figure 2.3.

We can see that the temporal updates for the nodes in a given group are determined

by the inputs from other nodes and their own state. Hence, the energy of these networks

can be written as the sum of three terms: one term for the feature nodes, one term for the

hidden nodes, and one term for the interaction between the two groups of nodes,

E =

[
Nv∑
i=1

(vi − Ii)gi − Lv

]
+

[
Nh∑
j=1

hjpj − Lh

]
−
∑
i,j

giξijpj . (2.11)

This energy function decreases on the dynamical trajectory of the nodes. That is, the

changes in v and h only cause the energy to decrease until reaching a local minimum which

correspond to the equilibrium states of the network.

11



Feature Nodes

Hidden Nodes

Figure 2.3: A diagram of Krotov and Hopfield’s associative memory network from [20].

This example has Nv = 5 feature nodes, Nh = 8 hidden nodes, and symmetric connection

weights, ξ and ξT . Image reproduced from [20].

Even in some of Krotov and Hopfield’s neurobiological networks, the outputs of the

feature and memory nodes still involve “contrastive normalization”. This refers to the

normalization of each node’s activity with respect to the activities of all other nodes in the

layer [20]. The model focused on in this work corresponds to Model B in [20], however we

refer to it as the LSE network.

2.2.3 The LSE Network

The modern HN studied here, the LSE network, involves outputs (activation functions) of

the form gi = vi, and

pj = S(h)j = [softmax(h)]j =
ehj∑
k e

hk
. (2.12)
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Substituting p = S(h) and g = v into equations (2.9) and (2.10) gives the following

dynamics,

τv
dv

dt
= (1− β)ξS(h)− v + βI, (2.13)

τh
dh

dt
= ξTv − h. (2.14)

In equation (2.13), β is introduced as a weighting factor which allows the input to be

turned on, off, or decayed. The input to the feature nodes, I, can be ‘turned off’ by setting

β = 0. The input can be ‘turned on’ by setting β = 1. The input can be decayed to 0 (off)

by setting β = e−bt, where b describes the rate of this decay.

Note that the LSE function is defined as LSE(h) = log
(∑

k e
hk
)
, the gradient of which

is equal to the softmax function, ∂
∂hj

(LSE(h)) = S(h)j. Also note the following relationship

of ∂
∂vi

(
1
2

∑
i v

2
i

)
= vi. Hence, the Lagrange functions here are Lh = log

(∑
j e

hj

)
=

LSE(h), and Lv = 1
2

∑
i v

2
i . Applying this to equation (2.11) yields the following energy

function,

E(t) =
Nv∑
i=1

(
1

2
v2
i − viIi

)
+

Nh∑
j=1

(
hj S(h)j − LSE(h)

)
−
∑
j,i

viξijS(h)j. (2.15)

Again, the nodes in the network change dynamically to minimize the energy of the network.

As mentioned in the previous chapter, biological implausibility here is due to the use of

softmax, S(h), in equation (2.13). The output of hidden node j will depend on all other

hidden nodes, even though they are not connected. This non-local computation poses a

degree of biological implausibility. It is also biologically suspect that the hidden nodes

ideally represent the target patterns using a one-hot representation. Both of these aspects

are dealt with in this thesis.
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Chapter 3

Local LSE Network

Here, we present a more biologically plausible version of the LSE network that only uses

local computations - the locLSE network. This network formed the basis for our work that

was published at a cognitive science conference [34].

Recall that to be biologically plausible, the output of each node must only depend on

its own input, i.e. involve local computation. Computing S(h)j, i.e. the softmax of hidden

node j, involves normalization with respect to all other hidden node activities, and is thus

a non-local computation. Hence, S(h)j cannot be computed by a single node alone (hj)

– it must be implemented by a network of nodes. Thus, we first outline the local softmax

network, which, as the name suggests, computes the softmax function using only local

computations.

14



3.1 Local Softmax Network

To build the local softmax network, we first consider S(h)j in the log domain:

log (S(h)j) = log

(
ehj∑Nh

k ehk

)

= log (ehj)− log

(
Nh∑
k

ehk

)
= hj − LSE(h).

Some basic log rules are applied here in order to write log (S(h)j) as the subtraction of

two terms. Suppose we have a node, c, that stores LSE(h) = log
(∑Nh

k ehk

)
. Then,

log (S(h)j) = hj − c .

Then, if we define a set of nodes f such that fj = hj− c, we get log (S(h)j) = fj. Finally,

we can store S(h)j in node pj by defining pj = efj ,

S(h)j = efj = pj .

This is similar to Bogacz and Gurney’s method of using logarithms to do normalization of

probabilities [5].

We can model this local softmax network as a system of differential equations,

τs
dc

dt
= log

(
Nh∑
j=1

ehj

)
− c

τs
df

dt
= h− c− f

τs
dp

dt
= ef − p ,

where τs is the time constant for computing the softmax. For a fixed h, the equilibrium

solution of this dynamical system clearly corresponds to p holding the softmax of h (i.e.,

pj = S(h)j). This local softmax network is illustrated in Figure 3.1. To verify that the
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Figure 3.1: A diagram of the local softmax subnetwork. The p nodes store the softmax of

the h nodes, pj = S(h)j.

local softmax network does indeed compute the softmax of a given vector, h, we ran some

experiments in which h is held constant and the rest of the network is run to equilibrium.

To solve this system of equations, we used the solve_ivp function from the SciPy python

library. Within this function, the Runge-Kutta integration method is used by default to

solve the system of differential equations. It is clear from Figure 3.2 that the pj nodes

converge to the expected values, corresponding to the softmax of the hidden nodes.

After verifying that the local softmax network can successfully compute the softmax

function, we incorporate it into the LSE network by replacing S(h) in equation (2.13) with

ef . This results in the following set of coupled differential equations,

τv
dv

dt
= (1− β)ξef − v + βI (3.1)

τh
dh

dt
= ξTv − h (3.2)

τs
dc

dt
= log

(
Nh∑
j=1

ehj

)
− c (3.3)

τs
df

dt
= h− c− f . (3.4)

16



r
N
od
es

p p 
N
od

es

Time (s)

(a) Random h

r
p
N
od
es

p 
N
od

es

Time (s)

(b) One node in h is larger than the others

Figure 3.2: The dynamics of the local softmax network when h is held constant (a) at

random values, and (b) at random values with one node larger than the rest. The plots

show the evolution of the pj nodes, as shown in Fig. 3.1. The solid lines represent the

activities of the pj nodes, with each colour representing a different node. The horizontal

dotted lines show the true values of S(h). Note that all the components of h sum to 1.
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(a)

Figure 3.3: A diagram of (a) the LSE network from [20] and (b) the locLSE network.

Each circle can represent a population of nodes. Specifically, the blue v circle represents a

population of Nv nodes, while h and f each represent a population of Nh nodes. Here, I

represents an identity mapping (connection weights equal to the identity).

The p group is no longer needed here as we can directly project the exponential of f to v. It

is important to note that we need the softmax sub-network to produce its output quickly

so that the softmax function appears instantaneous relative to the rest of the network.

Thus, we require that the time constant for computing the softmax function, τs, is smaller

than τv and τh. An outline of the LSE network before and after the addition of the local

softmax subnetwork is depicted in Figure 3.3 (a) and (b).

3.2 Learning Connection Weights

Rather than storing the memory dataset in the network by directly setting them as the

weights, a more biological approach would involve learning these weights in order to store

the patterns in the network. To do this, we hold the feature and hidden nodes constant and

consider how we might change ξ to minimize the energy and learn a set of target patterns.

18



In equation (2.15), we see that these weights only appear in the last term, such that

∂E

∂ξij
= −viS(h)j, (3.5)

where v and h are clamped to their ideal values for a single target. We can learn the

weights for each target “one at a time” by clamping the feature and hidden nodes to their

ideal values for each target memory and cycling through them all. Or, we can implement

this batch-wise using matrices, so that the feature and hidden nodes are clamped to their

ideal values for the entire memory dataset, thus learning the weights for all targets in one

go.

Specifically, consider a memory dataset, X ∈ {−1, 1}D×M , of M target memories with

D bits each. We set the feature and hidden nodes to their ideal target values for this entire

dataset, v = X, h = XTv, and clamp the derivatives in equations (3.1) and (3.2) to zero

so they do not change. Then, we can initialize the weight matrix ξ randomly near zero,

and adjust them to minimize the energy. Hence, writing equation (3.5) batch-wise gives,

∇ξE = −v S(h) .

Again, v here contains all the targets (column-wise) that we wish to store, and S(h)

contains the corresponding 1-hot representation of each target. Thus, the weights are

learned for all target memories. Gradient descent on ξ then leads to

τξ
dξ

dt
= v S(h), (3.6)

where τξ is a time constant that determines the rate at which ξ is learned.

A penalty term, ∥ξ∥2F – based on the Frobenius norm of the weight matrix – is added

to equation (2.15) to discourage large connection weights. Gradient descent on that term

with respect to ξ introduces a weight-decay term to equation (3.6),

τξ
dξ

dt
= v ef − ξ, (3.7)

where we have replaced S(h) with ef to implement the learning in the locLSE network.

Hence, if the feature and hidden nodes are clamped to their ideal values for a given set

of target memories, the locLSE network is able to learn the connection weights in order to
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store these targets using the equations (3.1 - 3.4) as well as (3.7), instead of having them

prescribed a priori. To ensure this learning occurs correctly we require that τs ≪ τξ. This

makes sure that the softmax sub-network reaches equilibrium almost immediately, which

then pushes ξ to the correct weights. Recall that the other set of connection weights are

symmetric to these values and so we can use the same learning rule here, however, the f

nodes are not local to those connections, and so ξT essentially constitutes weight copying.

Once these weights are learned, we clamp the weights to these learned values and unclamp

the feature and hidden nodes. This is done by initializing ξ as these learned weights and

clamping equation (3.7) to zero so they don’t change. Then, all other nodes are initialized

near zero and equations (3.1 - 3.4) are run to test how the network behaves when provided

an input pattern, I.

3.3 Network Behaviour

Here, we test the locLSE network and show that it can behave as a CAM. In other words,

it can successfully store target patterns and retrieve them from memory when prompted

with noisy or corrupted versions. It is important to note that, in all experiments in this

work, the solve_ivp function from the SciPy python library is used to solve the systems

of differential equations; more specifically, the Runge-Kutta integration method is used.

Consider a memory dataset, X ∈ {−1, 1}D×M of M = 20 binary targets, each with

D = 15 bits. We can first learn the connection weights, ξ from f to v, using the process

outlined in section 3.2. That is, v and h are set to their ideal values and clamped there

(dv/dt = 0, dh/dt = 0), while ξ is initialized randomly and changes according to equation

(3.7). We learn the weights for a total of 1 second, with time constants set to τξ = 1 ms,

and τs = 0.1 ms. After the weights are learned, we move into the test phase where ξ is

set to these learned weights and clamped there (dξ/dt = 0). Then, all other vectors are

initialized randomly near zero and change according to equations (3.1 - 3.4).

Suppose we construct an input pattern I ∈ {−1, 1}D×1 and compute ham(I), the ham-

ming distance between I and each of the M targets, and get

ham(I) = [4, 6, 8, 6, 8, 5, 7, 9, 7, 5, 8, 9, 5, 7, 3, 4, 4, 6, 8, 9].
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Clearly, the target pattern closest to (or “most similar to”) I differs from it by 3 bits

and corresponds to target pattern m = 14. Figure 3.4 shows the dynamics of the locLSE

network when it is run for 2 seconds with the input turned on for the first second, and time

constant values of τv = τh = 10 ms, τs = 1 ms. The feature nodes promptly correct the 3

bits and converge to the 14th pattern, while the hidden nodes converge to the “pre-one-hot”

representation of this target, where the index of the closest target is much larger than all

other values. This representation is known as the logit, which consists of unnormalized

probability values, usually referring to the inputs to the softmax function. That is, the

softmax of the converged (or“final”) hidden state, hfinal, yields the one-hot representation

of target 14:

S(hfinal) = [0, 0, 0, 0, 0, 0, 0, 0, 0, 0.0025, 0, 0, 0, 0, 0.9974, 0, 0, 0, 0, 0].

This example run is meant to simply illustrate how the locLSE network can behave as a

CAM. Further analysis of this behaviour is presented later in chapter 5.
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Figure 3.4: The dynamics of all groups of nodes in the locLSE network that stores M = 20

targets with D = 15 bits each. The plots show the behaviour of the network for a single

run, using a single perturbed input, I. The shaded region marks where I is turned on.

Each line represents a different node in a given group.
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Chapter 4

Local LSE Network with Distributed

Hidden Representation

One aspect of the locLSE network that remains biologically suspicious is the reliance on a

one-hot hidden representation. If each target in our memory dataset relies on the activity

of a single hidden node, this suggests that for a given memory or idea, there is a single

neuron in the brain that activates to represent it. There exist many theories of such a

“Grandmother cell”, i.e., a single neuron that represents a specific concept [14]. However,

it is largely accepted that instead, groups (or populations) of neurons collectively encode

external or sensory input [1, 12, 32]. A natural next step is to apply this population/neural

coding to the hidden layer of the locLSE network. To this end, the NEF presented in

section 2.1.1 is applied to the hidden layer. Here, we present the Distributed locLSE

network, which involves a distributed hidden representation via the NEF in addition to

local computations. It is important to note that, in this network, only the hidden nodes

will have a distributed neural representation. A visual of the Distributed locLSE network

can be seen in Figure 4.1 (c).

First, let us consider X ∈ {−1, 1}D×M to be the memory dataset consisting of M

target patterns, each with D bits. The ideal activities of the feature neurons are these

target patterns, which we can hold in each column of v = X. The ideal hidden activities

for each target are thus held in the columns of h = XTv. The hidden representation
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Figure 4.1: A diagram of (a) the LSE network from [20], (b) the locLSE network, and (c)

the Distributed locLSE network. Each circle represents a node or group of nodes, while each

square represents an ensemble of neurons. Specifically, the blue v circle represents a group

of Nv nodes, while the h square represents an ensemble of Nh neurons. The red connection

arrow with the larger arrow head represents a connection that encodes/projects values into

a higher dimensional ensemble of neuron. The black connection arrows with wide bases

represent connections that decode out certain values from the higher dimensional neural

representations.
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for each target, h, can be thought of as the logit of each target, i.e. a “pre-1-hot” or

“winner-takes-all” representation, where the index corresponding to the target is larger

(more active) than all other entries. Hence, when h is fed through the softmax function,

we get the 1-hot representation of each target, i.e. all values are normalized with respect

to each other. This is a convenient way to represent data, however it is not biologically

accurate. Having a hidden layer consisting of many neurons that collectively represent each

target is more biologically realistic than having a single node per target, which the current

1-hot representation suggests. Hence, we wish to represent h in a higher dimensional

ensemble, h. This ensemble will give a more combinatorial representation of each target

amongst Nh neurons, and will not rely on a single neuron per target pattern.

More specifically, we wish to encode the hidden representations, h, in the columns

of h ∈ RNh×M . From h, we want be able to decode h and LSE(h) to pass to f and c

respectively, as seen in Figure 4.1. Moreover, we want to solve for weights, Dh and DLSE(h)

that can linearly decode these values.

Following the NEF, we first create a bunch of target samples, Xs ∈ {−1, 1}D×Ns , where

Ns is the number of samples. These samples consist of copies of the target memories, as

well as noisy versions of them to ensure the network can handle perturbations. Next, we

can clamp the feature nodes to these samples, vs = Xs. Similarly, we clamp the hidden

nodes for this set of samples to hs = XTvs which is then encoded into hs. Note that we

could learn the decoders for each sample one at a time by clamping the feature and hidden

nodes to their ideal values for each target memory and cycling through them. However,

here we implement things batch-wise using matrices, so that the feature and hidden nodes

are clamped to their ideal values for the entire memory dataset. Thus, according to the

NEF from section 2.1.1, the distributed hidden representation for all targets is computed

as follows,

hs = G [Wehs + be] , (4.1)

where We, be ∈ RNh×M are the encoding weights and biases respectively. In our studies, we

use real-valued encoding weights and biases, however one can use binary encoding weights

as well.

Next, we solve for the decoding weights for the sampled version of this problem de-
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scribed above. Specifically, we wish to find decoding weights that approximately solve

hT
s D

T
h = hT

s and hT
s D

T
LSE(h) = LSE(hs)

T . These equations are written in the form

AX = B, where we want to solve for X, so that we can easily find the least square

solution. Using the least square solution gives Dh = (hsh
T
s )

−1hsh
T
s and DLSE(h) =

(hsh
T
s )

−1hsLSE(hs)
T .

Thus, we can write equations (3.1 - 3.4) using a distributed hidden representation as

follows,

τv
dv

dt
= (1− β)ξef − v + βI (4.2)

τh
dh

dt
= G(We(ξ

Tv) + be)−h (4.3)

τs
dc

dt
= DLSE(h)h− c (4.4)

τs
df

dt
= Dhh− c− f. (4.5)

where G can be any non-linear function; here we use the logistic function, σ(x) = (1 +

e−x)−1. A diagram of all this Distributed locLSE network, along with the previous two

networks, can be seen in Figure 4.1.

4.1 Learning Connection Weights

The connection weight matrix ξ can also be learned here using the same procedure as

presented in section 3.2. That is, after we know our decoders, we clamp v and h to their

ideal values for a set of target memories, and adjust the weights to minimize the energy. The

difference here is that the hidden representation is not clamped to the logit representation

seen in the locLSE network, instead it is clamped to the distributed hidden representation.

For example, take X ∈ {−1, 1}D×M to be a memory dataset of M targets with D bits

each. Similar to the learning in the locLSE, we can clamp the feature nodes to the target

memories by setting v = X and dv/dt = 0. However, the hidden neurons are clamped

to the distributed representation of these targets by setting h = σ(We(X
Tv) + be) and

dh/dt = 0. To implement the learning, we use equation (3.7), i.e. the same rule derived

for the locLSE network.
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4.2 Network Behaviour

Here, we illustrate how the Distributed locLSE network can also act as a CAM by using

the same example used on the locLSE network in section 3.3. Namely, we use the same

memory dataset, X ∈ {−1, 1}D×M of M = 20 targets, each with D = 15 bits, as well as

the same perturbed input I. The hidden ensemble, h, consists of Nh = 2000 neurons.

Again, we first learn the weights from f to v, ξ, using the process described in section 4.1.

Here, we learn the weights over a total time of 1s, with time constant values of τξ = 1 ms,

and τs = 0.01 ms. Once the weights are learned, we move into the test phase, initializing

ξ as these learned weights and clamping them by setting dξ/dt = 0. Then, all other

nodes/neurons are initialized randomly near zero and change according to equations (4.2

- 4.5).

Since the same input and memory dataset are used here, we expect this network to

converge to the 14th target pattern like the locLSE did; this is the target in memory that is

most similar to I. The network is ran for 2 seconds, with the input turned on for the first

second, and time constant values of τv = τh = 1 ms and τs = 0.05 ms. The dynamics of

the network during this process can be seen in Figure 4.2. The feature nodes converge to

pattern 14, fixing the 3 “incorrect” bits just like the feature nodes of the locLSE network

did. The hidden representation converges to a more combinatorial representation of this

target across 2000 neurons, as opposed to the pre-one-hot representation of this target as

in the locLSE network. This example illustrates that the Distributed locLSE network can

act as a CAM, with dynamics similar to the locLSE network. A deeper, more statistical

comparison of the three networks (the LSE, locLSE, and Distributed locLSE) is done later

in chapter 5.

4.2.1 Dropout Encoded Hidden Neurons

The Distributed locLSE network does not rely on a single neuron in the hidden layer per

target pattern, as is the case in the LSE and locLSE networks. This means that we can

“drop” or “kill” some neurons in the hidden layer, and the network should still be able to

operate as a CAM. We can illustrate this by turning off a certain amount of the h neurons,

27



Figure 4.2: The dynamics of all groups nodes/neurons in the Distributed locLSE network

that stores M = 20 targets, each with D = 15 bits. The plots show the behaviour of

the network for a single run, using a single perturbed input, I. Each line represents the

activity of a different node/neuron in a given group. The shaded region marks where I is

turned on.

and showing that it still acts as expected. That is, we can show that the Distributed locLSE

with h neurons dropped still converges to the target memory closest to the given input.

Specifically, to “drop” some h neurons, we make them inactive by initializing them at

0, and clamping them there by setting dh/dt = 0 for these neurons. It’s important to

note that the encoded hidden representation of target memories involve neurons that are

already inactive, i.e., some neurons are already zero (or near zero) in their representations.

So, dropping these inactive neurons would be redundant in this experiment. Hence, when

we are choosing the h neurons to drop, we make sure that we drop neurons that are active

(non-zero).

Consider the same memory dataset, X ∈ {−1, 1}D×M , used in the previous examples,

which consists of M = 20 target memories, each with D = 15 bits. As done before, we
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first learn the connection weight matrix, ξ, for this memory dataset, and then construct

a separate input pattern I. Suppose we check which target memory is closest to this

input and get that the mth target memory is the closest at 4 bits away. Next, we dropout

10% of the 2000 neurons in h that are active when representing the mth target memory.

The Distributed locLSE network is ran for 2 seconds total, with I turned on for the first

second, and time constant values of τv = τh = 1 ms, and τs = 0.05 ms. To verify that

this network behaves as it should, we perform this same run on the LSE network, which

uses time constant values of τv = τh = 1 ms. Figure 4.3 shows the behaviour of (a) the

LSE network and (b) the Distributed locLSE network during this run. Both the LSE and

the Distributed locLSE network with dropped hidden neurons behave similarly here; the

feature nodes of both networks converge to the closest target.
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(b)

(a)

Figure 4.3: The dynamics of (a) the LSE network and (b) the Distributed locLSE when

storing the same memory dataset and initialized with the same input pattern, I. The

evaluation of the feature nodes over time are shown for both networks on the left, as well

as the hidden nodes/neurons on the right. Here, 10% of the distributed hidden neurons

are dropped out in the Distributed locLSE. Each line represents a different node/neuron

in a given group. The shaded region marks where I is turned on.
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Chapter 5

Content-Addressable Memory

Experiment

We have seen in sections 3.3 and 4.2 that the locLSE and Distributed locLSE networks

behave as CAMs; both networks can successfully correct a perturbed input and converge

to the closest target from memory. However, here we directly compare how the locLSE

and Distributed locLSE networks compare to the original LSE network in terms of this

behaviour. The goal is not to illustrate that the locLSE and Distributed locLSE networks

perform better than the original LSE network, but rather to demonstrate that these two

networks perform similarly to the original, while using more biologically-practical methods.

To compare the three networks of interest we use the Content Addressable Memory (CAM)

Experiment, which is described here. Again, note that the solve_ivp function (using

the Runge-Kutta integration method) from the SciPy python library is used to solve the

systems of differential equations in these experiments.

Given M,D, and Nh, the first step in this experiment is to create a memory dataset

of M targets with D bits each, i.e., X ∈ {−1, 1}D×M . Next, create the three networks

of interest: the original LSE network, the locLSE network, and the Distributed locLSE

network which has a hidden layer consisting of Nh neurons. Then, the weights, ξ ∈
{−1, 1}D×M , are learned in the locLSE network by applying the learning rules derived

in section 3.2. The Distributed locLSE network also learns its connection weights by
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Algorithm 1 Content Addressable Memory (CAM) Experiment

Input: M , D, and Nh

iter = 1

cLSE, clocLSE, cDlocLSE = 0

while iter < 100 do

Create memory dataset: X ∈ {−1, 1}D×M

Create networks: LSE, locLSE, and Distributed locLSE

Learn weights for the locLSE and Distributed locLSE networks

Create input pattern: I ∈ {−1, 1}D×1

Compute the target(s) in memory closest to I: closest targs

Run all networks for 2 seconds with I on only for the first half

Compute which targets each of the networks converge to: mLSE,mlocLSE, andmDlocLSE

if mLSE is in closest targs then

cLSE ← cLSE + 1

end if

if mlocLSE is in closest targs then

clocLSE ← clocLSE + 1

end if

if mDlocLSE is in closest targs then

cDlocLSE ← cDlocLSE + 1

end if

iter ← iter + 1

end while

Return cLSE/iters, clocLSE/iters, cDlocLSE/iters

Output: The percentage of time that the LSE, locLSE and Distributed locLSE networks

converge to the target in memory that is closest to the perturbed input.
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applying the rules from section 4.1. Note that the connection weight matrices learned by

the locLSE and Distributed locLSE networks are learned separately and are potentially

different matrices. The weights for the LSE network are set directly to the target memories,

not learned. Next, a separate input pattern, I ∈ {−1, 1}D×1, is constructed by randomly

selecting one of the targets in memory and perturbing it by flipping a certain amount of

bits. Then, we compute closest targ which collects the target(s) from memory that is

closest (i.e., has the smallest hamming distance) to I. Note that closest targ isn’t always

the randomly selected target that we perturbed; after these perturbations, I may be just as

close or closer to another target in memory. Next, we run all three networks for two seconds,

with I turned on for the first second, and using the same time constants as in the previous

examples. After the two seconds, we check which target from memory each of the networks

converged to and denote the index of the closest target using, mLSE,mlocLSE,mDlocLSE.

Then, we check if the networks converged to the closest targ (i.e., check if mLSE,mlocLSE,

and mDlocLSE are in closest targ). If a given network does converge to the closest targ,

we mark this as a success and keep a count of each successful iteration for each network,

cLSE, clocLSE, cDlocLSE. This entire process is carried out 100 times. Once completed, the

experiment returns the percentage of time each network successfully converged to the

closest targ. The steps involved in the experiment are also outlined in Algorithm 1.

This experiment provides a more direct comparison of the behaviour of all three net-

works since we are evaluating them on the same memory dataset and input in each iteration.

When we ran the experiment, we hoped to see that all three networks converge to the near-

est target at similar rates. Such results would verify that the biological methods involved

in the locLSE and Distributed locLSE networks do not impede on their ability to act as

a CAM. To make this comparison even more extensive, we ran the CAM experiment for

a variety of memory dataset sizes. The results of these experiments can be seen in Table

5.1.
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(M,D,Nh) %avg. pert LSE locLSE Dist. locLSE

(4, 10, 1000) 35% 100% 100% 92%

(10, 10, 1000) 28% 96% 96% 90%

(15, 12, 1000) 27% 98% 98% 94%

(18, 12, 2000) 28% 100% 100% 98%

(20, 12, 2000) 29% 95% 95% 90%

(20, 15, 2000) 27% 98% 98% 94%

(25, 18, 3000) 26% 99% 99% 93%

(30, 24, 8000) 28% 99% 99% 94%

(32, 22, 8000) 30% 99% 99% 94%

(45, 35, 8000) 30% 99% 99% 95%

Table 5.1: The results from the CAM experiment for different memory dataset sizes. The

results listed under each network represent the rate at which each network converged to

the target closest to a given input, I, for the given memory dataset size (M,D). For each

experiment run, we also report the number of distributed hidden neurons used (Nh), and

the average level of perturbation between I and the closest target memory (%avg. pert).

An example of a single iteration from a CAM experiment can be seen in Figure 5.1. In

the experiment that this iteration is taken from, a memory dataset of M = 25 patterns,

each with D = 18 bits is used, and Nh = 3000 neurons are used for the hidden ensemble

in the Distributed locLSE network. In this specific iteration, the input, I, differs from the

closest target pattern by 4 bits. Each network is able to correct these bits and converge

fully to the closest target pattern in this case. This iteration shows the three networks

successfully behaving as a CAM. However, there are failed iterations in which the locLSE

and/or the Distributed locLSE networks converge to a target that is not the closest to the
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Figure 5.1: The dynamics of the LSE, locLSE, and the Distributed locLSE networks during

a single iteration of a CAM experiment. In this example, the networks were storing the

same M = 25 targets, each with D = 18 bits. Nh = 3000 neurons are used for the hidden

ensemble in the Distributed locLSE network. Each network is given the same input pattern

I. The top row shows the feature dynamics for each network and the bottom row shows the

hidden dynamics for each network. Each coloured line represents a different node/neuron

in a given group. The shaded region marks where the input I is turned on.

input. In these cases, the networks still converge to one of the target patterns, usually the

second closest. There also exist iterations in which there are multiple targets closest to

the input. Sometimes in these cases the Distributed locLSE network would converge to a

different closest target than the LSE and locLSE networks.
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Chapter 6

Nengo Implementation

Nengo is a software tool used to construct and simulate models based on the NEF [2].

It is based on the Python library, Nengo, and a numpy-based simulator. The Nengo

library includes the five classes that represent nodes, populations of neurons (ensembles),

connections, probes, and networks.

Naturally, the next step to make this network even more biologically realistic is to have

a distributed representation of all layers rather than just the hidden layer. Implementing

the LSE or the locLSE network using Nengo causes all groups of nodes to be encoded into

a distributed representation across populations of neurons.

The first step in implementing these networks in Nengo is to create the network objects.

Within each network, ensembles are created to represent the groups of nodes. For example,

when creating the locLSE network in Nengo, we must create four ensembles of neurons

to represent the v,h,f , and c nodes. An ensemble object is a group of neurons that

collectively represent a vector. The user specifies how many neurons are in this group, and

the dimensions of the vector we want to represent. For example, v is set to be an ensemble

object with a certain number of neurons that represents a D dimensional vector. The user

can also specify the type of neurons used in each ensemble, i.e., LIF neurons.

The node object is used to provide non-neural inputs to other Nengo objects. In the

case of both the LSE and the locLSE model, a node is used to provide the input, I, to
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the feature ensemble. A node can also be used to inhibit neurons. For example, we used

a node to inhibit the the f ensemble when the input is on, mimicking the purpose of the

β factor in equation (3.1).

Using the connection object, we can make the necessary connections between the en-

sembles to create the locLSE network. Within the connection object, the user can specify

a function to be computed across said connection. For example, when creating the locLSE

network in Nengo, the h ensemble is connected to the c ensemble and the function com-

puted across this connection is LSE(h). The rest of the connections can be seen in Figure

6.1.
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Figure 6.1: A diagram of the locLSE network in Nengo, showing how the NEF is applied

to all groups of nodes. Each square is an ensemble of neurons that represents the labeled

data, i.e., the v square is an ensemble of neurons which collectively represent the v nodes

in a higher dimensional space. The arrows with larger arrow heads represent encoding

connections, while the arrows with larger bases represent decoding connections. The oval

labelled β represents a node that inhibits the neurons in the f population when the input

is turned on.

Finally, we create probe objects for each ensemble. A probe object essentially allows

the user to collect data from an ensemble during the simulation. This allows us to visualize

the behaviour of these ensembles and their decoded outputs.
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By implementing the locLSE network in Nengo, we are essentially applying the NEF to

the entire network in the sense that ALL groups of nodes (v,h,f , and c) are represented

by a higher dimensional ensemble of neurons. Nengo provides the option to learn a com-

munication channel (connection weight) based on different learning rules. As previously

mentioned, Nengo gives the choice of what neuron model to use for the nonlinear encoding,

i.e., the types of neurons in the ensembles. Thus, the networks created in Nengo are not

limited to or dependent on a single neuron model. In our analysis we focus on the LIF

model (described in section 2.1.1). Within this model we experiment with both LIF-rate

and LIF neurons. The biggest difference between these two types of neurons is the amount

of noise they involve. LIF-rate neurons encode values based on the preconceived average

firing rate of the neurons, i.e., equation (2.2). The LIF neurons (LIF) still encode values

using the firing-rate, however they manifest the firing rate of the neurons by simulating

actual spikes and then taking the average; this induces more noise into the system.

6.1 Network Behaviour

Once we have constructed the LSE and locLSE networks in Nengo, we analyse their be-

haviours by applying the CAM experiment. Note that in each iteration we only evaluate

the performance of the LSE and locLSE networks in Nengo, since these are the networks

of interest here.

It was found that the locLSE network can successfully act as a CAM for small memory

datasets. Although, even in these cases, very large numbers of neurons are required. For

example, consider a small memory dataset of M = 4 targets, each with D = 10 bits. We

encode the v,h,f , and c nodes in ensembles of 5000, 6000, 6000, and 3000 LIF-rate neurons

respectively. When the CAM experiment is ran, the locLSE network in Nengo is found

to converge to the target closest to the input pattern 90% of the time. An example of a

single iteration from this experiment can be seen in Figure 6.2. In this specific iteration,

the target in memory that is closest to I differs from it by 3 bits. We can see that the

network is able to successfully act as a CAM and fully converge to this closest target in

this case. Interestingly, the original LSE network in Nengo only converges to the nearest
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Figure 6.2: The dynamics of the locLSE network in Nengo when ran for 2 seconds with a

perturbed input I turned on for the first second. The lines represent the decoded activities

from each corresponding ensemble of LIF-rate neurons.

target 60% of the time in the same CAM experiment. The original LSE network seems to

have more trouble decoding the softmax values when implemented in Nengo.

We also tested how the locLSE and original LSE networks behave when using spiking

neurons (LIF rather than LIF-rate neurons). If we run the CAM experiment using the same

sized dataset (M = 4, D = 10) and the same number of LIF neurons in each ensemble, we

find that the locLSE network converges to the target closest to I 72% of the time, while

the original LSE network does so 54% of the time. Hence, in Nengo, the locLSE network

acts as a CAM more often than the original LSE for small memory datasets, when using

a sufficient amount of neurons. This holds for both LIF and LIF-rate neurons.

However, the locLSE network implemented in Nengo does not perform as efficiently

as a CAM when we introduce larger memory datasets. For example, consider a slightly

larger memory dataset, this time consisting of M = 10 targets, each with D = 10 bits.

When we ran the CAM experiment using the same number of LIF-rate neurons that were
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used for the smaller dataset, we found that the locLSE network converged to the target

closest to I just 64% of the time. This is still better than the performance of the original

LSE network for this CAM experiment, which only converged to the nearest target 52%

of the time. However, if we run the CAM experiment on the locLSE and original LSE

networks for this larger dataset, but increase the number of neurons in each ensemble by

2000 neurons, we found that this increased the rate at which the locLSE and original LSE

networks converged to the closest target to 76% and 68% respectively. This suggests that,

in Nengo, the locLSE network can still behave as a CAM for larger memory datasets, given

a sufficiently large amount of neurons.
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Chapter 7

Discussion

The objective of this work was to extend on the biological plausibility of Krotov and

Hopfield’s LSE Hopfield network (the LSE network). Figure 7.1 outlines the progression

of the LSE network towards a more biological implementation. We then wanted to verify

that making this network more biological doesn’t interfere with its ability to act as a CAM

and model associative memory.

The first step in making the LSE network more biological was to implement the softmax

function using neurally local computations, resulting in our locLSE network. Figure 4.1

shows a diagram of all 3 networks studied in this work. It outlines that the locLSE network

is created by replacing the softmax function in the LSE network with a sub-network that

computes the softmax using only local computations. In addition to this, we also learned

the network’s connection weight matrix, ξ. In section 3.3 we illustrate a test run of this

network, first creating a memory dataset and then learning the connection weights for all

of these targets. A separate input, I, is constructed and used as input for 1 second, which

is then turned off and the network is then ran to equilibrium for another second. It is

clear from Figure 3.4 that, once I is turned off, the feature nodes are pushed to converge

to the equilibrium state corresponding to the closest target pattern. This is because when

the input is turned off, the hidden neurons take control and push the feature state to the

target with the largest softmax output, i.e., the target most similar to the input pattern.

The results from the CAM experiments in Table 5.1 show that the locLSE network
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Figure 7.1: An outline of the steps made in this thesis to extend on the biological plausi-

bility of the LSE network.

behaved almost exactly like the LSE network, converging to the target closest to the

input at essentially the same rate for a variety of memory dataset sizes. Figure 5.1 shows

the similarity in the dynamics of these two networks with both feature states promptly

correcting certain bits from the input pattern so that the feature nodes converge to the

target closest to it. The hidden dynamics are also identical here, with the largest value

occurring at the index of the closest target. This one large value resulted in the softmax

of h being mostly zeros with a value near 1 at the index of the closest target. Thus, we

validated that the locLSE network behaves very similarly to the LSE in that it successfully

acts as a CAM. In other words, the introduction of the local softmax sub-network does not

disrupt the Hopfield dynamics.

Next, we created an even more biological version of the LSE network – the Distributed

locLSE network – by applying the NEF to the hidden layer, and encoding the neurons into

a higher dimensional distributed representation, h. Figure 4.1 shows that the Distributed

locLSE network is created by projecting the hidden nodes h into h – a higher dimensional
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ensemble of neurons. To compute the correct dynamics, we learned decoding weights, Dh

and DLSE(h), which decode h and LSE(h) from h respectively. The decoded values are

then passed to the f and c nodes respectively. The connection weight matrix, ξ was also

learned in this network. A test run on the Distributed locLSE network is shown in section

4.2, which uses the same memory dataset and input pattern as the test run for the locLSE

network. In Figure 4.2 we see that the feature nodes, as well as the softmax sub-network

nodes, f and c, behave just like those in the locLSE network in Figure 3.4. Specifically,

the feature nodes quickly converge to the target closest to the input by correcting the 3

bits that are different. The hidden representation here looks very different from that of the

LSE and locLSE networks; as opposed to relying on one of the Nh = M hidden nodes to

represent a target, the Distributed locLSE network has an ensemble of Nh = 2000 neurons

that collectively represent a target.

The results from the CAM experiments in Table 5.1 further verify that the Distributed

locLSE network behaves a lot like the original LSE and the locLSE network. The table

shows that the Distributed locLSE network converged to the target closest to the input

at a rate very close to that of the other two networks for a variety of memory dataset

sizes. Figure 5.1 shows an example from one of the CAM experiments where all networks

converge to the closest target, showing the feature nodes of all 3 networks behaving very

similarly. However, while the LSE and locLSE dynamics are essentially indistinguishable,

the Distributed locLSE network’s are slightly different. This is because of the distributed

neural representation in the hidden layer. Recall that h and the LSE(h) are decoded out

of h to pass to the f and c nodes respectively. The decoding weights to get these values

from h are solved approximately for a set of samples. Hence, the decoded values of h

and the LSE(h) will not be exact. These decoding errors are most likely what cause the

differences in the dynamics. Despite this, the three networks converge to the closest target

at very similar rates – the largest difference in these rates being 8%. It should be noted

that no spurious states were observed in these experiments; the networks always converged

to one of the trained targets. When the Distributed locLSE network converged to a target

different than the closest, it almost always converged to the second closest target. Again,

decoding errors might contribute to the HN going off in the wrong direction. It is also

important to point out that the more target memories we want to store, the more neurons

44



are required to represent each target in the distributed hidden layer. More neurons in h

allows for a higher-fidelity encoding and decoding. For larger memory datasets, more noise

was also used in the training samples when solving for the decoding weights as this gave

the bests results.

In the Distributed locLSE network, a collection of Nh hidden neurons collectively repre-

sent each target; this is much more biologically accurate than the LSE and locLSE networks

which have Nh = M hidden nodes, and rely on a single node per target. This is analogous

to the “Grandmother” or “Jennifer Anniston” neuron theory which postulates that there

is a single neuron in the brain that activates for certain concepts [14]. This one-to-one

relationship between concepts and neurons is largely accepted to not be the case, and

rather many neurons activate together to collectively encode and represent these concepts.

Moreover, the Distributed locLSE network is more biologically realistic because it does not

rely on a single neuron per target, and is thus robust to hidden neurons “dying”. That

is, similar to in human brains, if some neurons die, this doesn’t necessarily cause an en-

tire network to fail at recalling a concept. This behaviour is demonstrated in subsection

4.2.1, where we ran the Distributed locLSE network with 10% of its active hidden neurons

dropped out, i.e. set to zero activity. We ran the LSE network with the same input and

showed that both networks converge to the closest target. Figure 4.3 shows the similarity

in dynamics between the LSE and Distributed locLSE network’s feature nodes and the

difference in dynamics between their hidden representations. The LSE network’s hidden

representation relies on the single node that represents the closest target to be large in

comparison to the others in order to drive the feature nodes to match this closest target.

One can imagine if we killed this one node, the hidden representation would then drive the

feature nodes toward the target corresponding to the hidden node that is the next largest,

failing to converge to the closest target. This is not the case for the Distributed locLSE

network; since the hidden representation is more combinatorial, we can drop out 200 active

distributed hidden neurons and the network still converges to the closest target. It is im-

portant to note here that the behaviour of a Distributed locLSE network with distributed

hidden neurons dropped out would depend on which neurons are dropped. We made sure

to drop active neurons, i.e., neurons that are not already zero. We chose randomly from

these active neurons, but if we chose distributed hidden neurons that are slightly active
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(closer to zero) the behaviour might be different from if we chose distributed hidden neu-

rons that were more active (closer to 1). If we dropped a lot of neurons that are all highly

active, the network might struggle to act as flawlessly. Future work could involve further

investigation of the dropout experiment with more statistical analysis.

Finally, the results from implementing the locLSE network in Nengo show that the

network can act as a CAM for smaller sized memory datasets (M = 4, D = 10) given a

sufficient number of LIF-rate neurons in each ensemble. When we use LIF neurons the

network acts as a less efficient CAM, converging to the nearest target 72% of the time as

opposed to 90% with LIF-rate neurons. Using the same amount of LIF-rate neurons for

a larger memory dataset (M = 10, D = 10) showed a decrease in the rate at which the

locLSE network could successfully correct perturbations in input patterns (64%). However,

when the number of neurons was increased by 2000 in each ensemble, this rate increased to

76% of the time. This suggests that the locLSE network in Nengo can work well as a CAM,

we just need a significant amount of neurons in each ensemble to be able to handle larger

memory datasets. The Nengo implementation could also be improved a lot by choosing

the encoding weights more deliberately, but this is a project for future work.

It is worth noting that the performance in the CAM experiments were always improved

by the local softmax sub-network. That is, the locLSE network performed better than the

original LSE network in terms of acting as a CAM in every case (for the small and larger

memory datasets, and when using both LIF-rate and LIF neuron types). It is interesting

that the more biologically sound model, the locLSE network, behaves better as a CAM

than the LSE in Nengo. One possible explanation is that the locLSE breaks up the softmax

in a way that is easier for the distributed representations to compute. Instead of computing

the entire softmax in one layer, it does so more effectively through several layers of neurons.

7.1 Relation to Other Fields

Why is modelling associative memory in a biologically accurate way important? First

of all, investigating models of associative memory could aid in the progression of many

different fields including neuroscience, medicine, and AI.
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Associative learning and memory is a common form of information storage that humans

and animals use for cognition on a daily basis. It has been claimed that understanding

such processes should be the “foundation” to further our understanding of other forms

of behavior and cognition in human and other animals [44]. A lot is known about how

associative memory operates on a behavioural level, however, the cellular mechanisms

responsible for the storage and retrieval of such associated signals remains unclear. In

terms of the neurons and synapses involved in associative learning, it is presumed that

activity-dependent plasticity is involved, i.e., Long-Term Potentiation (LTP) and Long-

Term Depression (LTD) [36, 40]. This can be modelled using Hebbian Learning as is the

case in HNs. It has also been suggested that the neurons in the brain responsible for the

learning and storage of associative memories can be classified into two main groups; primary

groups which “integrate exogenous signals in sensory cortices and innervate neurons in

cognition and emotion brain areas”, as well as secondary groups which “receive innervations

from primary groups and integrate endogenous signals during cognitive processes” [41].

This supports the idea of having two main groups that drive associative memory, as is the

case with the feature and hidden groups in the model studied in this work.

It is currently widely accepted that functions of memory, specifically associative mem-

ory, are carried out by structures in the temporal lobe, most notably in the hippocampus

[23, 24, 37]. Krotov and Hopfield suggest that their model, the LSE network, could po-

tentially model certain parts of the hippocampus. Specifically, they note the CA3 area,

which involves substantial recurrent connectivity [30]. The CA3 area consists of a large

population of pyramidal neurons, some of which are place cells. Place cells are neurons

that fire when an animal is in a specific region of its environment, i.e. they exhibit spatially

correlated firing patterns [25]. They suggest that one can think of the place cells as the

hidden nodes in their model, which receive information from the feature nodes, similar to

how place cells aggregate inputs from the grid cells and environmental features [20]. In

fact, it has been shown that the CA3 area of the hippocampus has some involvement in

associative memory functions such as pattern completion, forming new associations, and

the retrieval of complete memories based on a partial memory [9]. Krotov and Hopfield

also suggest that their model could also be related to the area CA1, which receives inputs

directly from the entorhinal cortex, and projects back to it. Here, the CA1 pyramidal cells
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would correspond to the hidden neurons and the cells in the entorhinal cortex would be

the feature nodes [20]. However, they also indicate that the hippocampus, like most parts

of the brain, is involved in many tasks and it is thus quite difficult to separate the network

for associative memory from the networks required for other functions.

Associative memory abilities are also known to decline in neurodegenerative diseases

such as Alzheimer’s Disease [22, 26]. Furthering our understanding of how these memo-

ries are formed on a neurobiological level will aid in the development of therapeutics to

combat the loss of associative memory abilities in people with neurodegenerative diseases.

This knowledge could also help neuroscientists understand more about the causes of these

diseases and make diagnosis easier.

Many other obstacles exist in the real world that can benefit from being approached

through the lens of associative memory. For example, associative memory models are

used to assist in AI tasks such as image processing (segmentation, feature extraction) [11],

facial recognition [35], denoising information [3, 17], medical imaging tasks [7, 6], and

other multiple instance learning (MIL) problems such as immune repertoire classification

[45]. Thus, understanding more about biologically accurate neural models may help the

advancement of AI. One key discrepancy between AI and the human brain is the amount

of data needed for computers to perform certain tasks. For example, the IBM computer

Watson required terabytes of reference material in order to beat human contestants on

Jeopardy! [13]. The human brain is considerably less reliant on such amounts of data to

perform tasks. Implementing systems that do not require such amounts of data would

allow AI to advance in leaps and bounds.

Neuromorphic chips/computers are devices that are based on the brain in terms of

function and hardware [33]. They consist of many small neuron-like circuits which govern

their processing and memory. Examples of neuromorphic platforms include Intel’s research

chip Loihi [28], FPGA-based circuits [43], and others. These devices involve event-driven

computation that is inherently parallel, allowing them to operate at much less power com-

pared to traditional computing systems [33, 38]. Neuromorphic implementations of AI

algorithms can sometimes have difficulty with non-local neural processes. Using biolog-

ically accurate algorithms, like the NEF, avoids this issue and enables speed ups [42].

Hence, as neuroscience and computer science progress, they each aid in the advancement
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of the other.

7.2 Limitations and Future Work

Although the goal of this work was to further the biological plausibility of Krotov and

Hopfield’s modern HN, there still remain aspects that require more work and could be

expanded on. Recall that we learned the connection weights, ξ, using a local learning rule.

However, a separate, symmetric set of connection weights, ξT , are copied from the learned

weights. One could implement a rule to learn the ξT connections, but this is left to future

work. In fact, it is not strictly necessary for the two connection weight matrices to be the

exact transposes of each other [16]. When we learn ξ for the distributed locLSE network,

we clamp the hidden neurons to the distributed representation of each target we want to

store. In doing so, we set h = σ(We(Xv) + be) and dh/dt = 0. That is, we encode the

resulting Xv using a random encoding. Perhaps we could skip X altogether and simply

randomly encode v. This is also left for investigation in future work.

There are many directions that one could extend this work in. For example, the dropout

experiment performed on the Distributed locLSE could be investigated further. For the

purposes of this work, we did not perform any statistical analysis on how the distributed

locLSE network behaves with dropped hidden neurons; we were mainly interested in simply

illustrating that you can drop neurons and the network can still operate as it should.

However, as mentioned in our discussion, the behaviour of the Distributed locLSE network

with dropped hidden neurons would likely depend on which neurons are dropped. Thus,

it may be worth quantifying the robustness of these representations to dropped neurons.

Also, all experiments in our work deal with binary patterns. We did experiment with non-

binary targets, however all networks were more robust to binary values. A deeper study

into their behaviours on non-binary targets could be interesting future work.

It should also be noted that building networks in Nengo is very dependent on certain

parameters - namely, those that construct the encoders and solve the decoders (i.e., radius,

eval_points, etc). Such an implementation can thus be quite touchy/unstable, and so

there remains considerable latitude for improving the Nengo model. Nengo has many built
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in features that could help explore different biological aspects of the network. Learning the

connection weights using the built in PES learning rule is something we had established

as a next step, but unfortunately did not have time to successfully implement. Hence, we

leave this for future investigations.
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Chapter 8

Conclusion

Modern HNs are a type of Content Addressable Memory (CAM), meaning they can store

a large number of memories and then retrieve them in their entirety when prompted by

partial or perturbed versions. They have received considerable attention for their increased

storage capacity, but also because they behave as a model of associative memory in humans.

Despite being the basis of many cognitive processes, we still have only a rudimentary

understanding of the neural mechanisms that underlie associative learning and memory.

In this work, we extended on the biological plausibility of the modern HN presented

by Krotov and Hopfield. This model of associative memory is dubbed the LSE network

here, a diagram of which can be seen in Figure 4.1(a). We proposed the locLSE network to

overcome the non-local computations used in the LSE network. This issue was solved by

incorporating the softmax sub-network to compute the softmax of neural activities using

only local computations, as illustrated in Figure 4.1(b). We also derived a local learning

rule to learn the connection weight matrix, ξ, as opposed to setting them as the target

memories directly.

However, the LSE and locLSE networks both rely on a single neuron in the hidden

representation per target. If this one neuron were to become damaged or die, the network

would no longer be able to recall the corresponding pattern. A more biologically realistic

version would have a higher-dimensional, distributed hidden representation of each target.

This idea inspired the Distributed locLSE network, illustrated in Figure 4.1(c), in which the
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hidden layer has a more distributed representation of each target across a larger population

of neurons. Instead of having Nh = M neurons in the hidden layer, where each target

relies on a single neuron, this network has a larger ensemble of Nh hidden neurons that

collectively represent each target. Some of these hidden neurons can even be dropped out

and the Distributed locLSE network still operates as it should, as seen in Figure 4.3. It

was shown that both the locLSE and the Distributed locLSE networks behave as a CAM.

This was verified using the CAM experiment which checks the rate at which a network (or

a group of networks) converge to the target in memory closest to the input it was given.

All 3 networks (the LSE, locLSE, and Distributed locLSE networks) have very similar

performances in the CAM experiments for a variety of memory dataset sizes, shown in

Table 5.1. This experiment successfully illustrated that using these biological constraints

doesn’t change how the network behaves in terms of being a CAM.

To apply population coding to all groups of nodes rather than just the hidden repre-

sentation, we implemented the locLSE network in Nengo. It was shown that the locLSE

network in Nengo can operate as a CAM for small memory datasets, provided there are a

sufficient amount of neurons in each ensemble. The network struggles more with storing

and retrieving targets from larger memory datasets, however it does better when more

neurons are added to each ensemble. This implies that the locLSE network in Nengo can

act as a CAM for large memory datasets, although a huge amount of neurons would be

needed in each ensemble. It was also found that the breaking up the computations of the

softmax into several layers caused the locLSE network in Nengo to perform better as a

CAM compared to the original LSE in Nengo.

To some it may seem that studying biological plausibility poses an unnecessary restric-

tion on the development of these models. However, it is crucial to bear in mind that a lot

of advancement in AI has been made possible by thinking through the lens of neurobiology.

Likewise, developments in neuroscience can be stimulated when approaching neurological

mechanisms through the lens of mathematics and computation. To this end, the major

goal of this work was less about making the biologically constrained models perform per-

fectly or better than the original, but more broadly about studying these networks in an

interdisciplinary context, developing insights that can contribute to research in both AI

and neuroscience.
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