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Abstract

The integration of electric vehicles (EVs) and the power system has been becoming an
increasingly important field of research, due to the rapid EV penetration and the evolve-
ment in vehicle-to-grid (V2G) techniques in the past decade. Under appropriate manage-
ment of EV charging and discharging, the current grid capacity can satisfy the energy
requirements of a considerable number of EVs and EVs could help enhance grid reliability
and stability through ancillary service provision.

In this thesis, we investigate the operational strategies of commercial EV fleets under the
V2G context where energy price signals are utilized to incentivize EV owners to time-shift
charging schedule and discharging EVs during peak hours. We propose and formulate a new
EV routing problem with time windows under time-variant electricity prices (EVRPTW-
TP), considering practical constraints of commercial EV fleets providing logistic services
and optimizing over its overall electricity cost. In order to solve the EVRPTW-TP, we
then formulate a Lagrangian relaxation as well as a variable neighborhood search and
tabu search hybrid (VNS/TS) heuristic to approximate the optimal solution from below
and above respectively. Our numerical experiments on small instances suggest that both
algorithms are able to provide high quality bounds to the EVRPTW-TP. The VNS/TS
heuristic outperforms CPLEX in terms of solution quality and efficiency on instances of
10 or more customers. In addition, we utilize the VNS/TS heuristic to study a use case
of an EV fleet providing grocery delivery service in the Kitchener and Waterloo (KW)
region in Ontario, Canada. Insights about the impacts of energy pricing scheme, service
time slot design as well as fleet size are presented. Finally, as the first step towards
implementing advanced machine learning techniques to solve the EVRPTW-TP, we develop
a reinforcement learning (RL) model for the electric vehicle routing problem with time
windows (EVRPTW) and provide computational results to assess the performance of the
RL model.
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Chapter 1

Introduction

These days, sustainability is becoming an increasingly important factor to consider in in-
dustrial production. In the transportation sector, endeavors have been taken by regulators
around the world to facilitate vehicle electrification for its ability to mitigate greenhouse
gas (GHG) emission, promote sustainable ways of electricity generation, and reduce partic-
ulate matter pollution thus to benefit human health [14, 107, 124]. For instance, in 2019,
Transport Canada announced an investment of 300 million Canadian dollars to a new fed-
eral zero-emission vehicle (ZEV) purchase incentive program [21]. At the company level,
driven by the potential brand benefits of employing new green technologies, the growing
demands for green products [69, 31], and the plummet of electric battery cost, market
players, such as UPS, FedEx and Walmart, have deployed their own electric vehicle fleets
to provide services [125]. As a consequence, the past decade has seen rapid expansion of
electric vehicle adoption [54]. According to Statistics Canada [20], the number of new mo-
tor vehicle registration for battery electric vehicle (BEV), hybrid electric vehicle (HEV),
and plug-in hybrid electric vehicle (PHEV) has increased from 25,163 in 2014 to 69,010 in
2018. As projected by Canada Energy Board [11], electric vehicles will account for over
60% of the new motor vehicle registration in Canada by 2040 assuming a global shift to
low-carbon economy.

The penetration of electric vehicles (EV) has significant impacts on the power system.
Previous studies have shown that, without proper management, the EVs could represent a
sizable fraction of total demand [119, 34], increase the demand differences between off-peak
and peak hours, and thus increase ramp requirements [120], which will potentially affect the
power networks’ stability and reliability. However, with controlled charging, the existing
power system infrastructure can actually satisfy the energy requirements of a considerable
number of EVs [95, 68, 78]. In doing so, the need for installing new capacity, which is
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expensive, time-consuming and harmful to the environment [34], can be eliminated [120].
The authors of [60] take a further step as they develop the concept of vehicle-to-grid (V2G)
proposing that electric vehicle can be potentially incorporated in to the power system
as a reliable and cost-effective distributed power source and storage. Following studies,
for example, [61] [62] and [111], reveal that, through time-shifting charging schedule and
discharging to the grid during peak hours, EV fleet connected to the electric grid can
assist to level out peaks in overall electricity consumption, thus alleviate the grid pressure.
In addition, V2G can also support the utilization of intermittent renewable energy and
generate profits for the grid and EV owners if certain business models are applied.

Although V2G represents an enticing idea with purported benefits, it nonetheless re-
mains in the pilot stages of development [109]. Previous studies, see for example [49] and
[106], mainly focus on the centralized architecture where a central controller is introduced
to manage the ancillary service provision of a large group of EVs. They have shown that
the aggregation is necessary because the battery capacity for a single EV is so small that
its impact on the grid is negligible and communicating with each EV separately is ex-
pensive and of low efficiency. However, in practice, centralized control may reduce the
profits earned by EV owners, requires a considerable amount of investment for construct-
ing new communication infrastructures [94] and is lack of flexibility to incorporate EVs’
other business operations such as routing and scheduling. In this scenario, especially in
the infant stages of V2G deployment where there is a dearth of communication infras-
tructure, decentralized approaches that utilize price signals to incentivize EV owners to
time-shift charging/discharging become a more realistic option [55, 102, 19]. In particular,
cooperating with commercial EV fleet owned by logistics or e-commerce companies which
naturally aggregate a large number of EVs might form an ideal first step towards V2G
implementation. As key components in commercial EV fleet operation, efficient routing
and charging/discharging scheduling techniques in V2G contexts are necessary for the suc-
cessful integration of commercial EV fleets and the power system. However, only a limited
number of studies, such as the ones presented in [2, 56, 128, 119, 114], have been conducted
in this field. To the best of our knowledge, no previous study is able to jointly optimize the
routing and charging/discharging for an EV fleet as a whole in bidirectional V2G context.

In this research, we consider a delivery service system that operates a fleet of EVs
to service customers. We propose the electric vehicle routing problem with time window
constraints under time-variant electricity prices (EVRPTW-TP), which 1) considers the
practical constraints of commercial EV fleet and logistic services; 2) enables EVs to charge
and discharge their batteries at time-of-use prices through the planning horizon and 3)
directly optimizes over the monetary cost of operations. As an extension of the electric
vechile routing problem with time windows (EVRPTW) proposed by [103] which is NP-
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hard, the complexity of the proposed problem is even higher as an additional operation,
discharge, is enabled, partial recharge/discharge is allowed, and time-variant electricity
prices are taken into consideration. In order to efficiently solve the EVRPTW-TP, we
develop a Tabu Search and Variable Neighborhood Search hybrid heuristic (TS/VNS) that
can generate quality feasible solutions efficiently. Moreover, we formulate a Lagrangian
Relaxation and a sub-gradient heuristic to obtain lower bounds to the EVRPTW-TP. The
upper and lower bounds are evaluated based on the widely-used instances developed by
[103] and are compared with the CPLEX over small instances. In addition, inspired by
the recent applications of deep reinforcement learning in solving combinatorial problems,
see for instance [8, 65, 72, 85], we solve the EVRTW employing a reinforcement learning
framework which can be extended for EVRPTW-TP in the future. Finally, we apply the
proposed model to a use case of an EV fleet performing grocery delivery in the Kitchener-
Waterloo (KW) region in Ontario, Canada. Managerial insights are drawn from the case
study about the reactions of EV fleet to the changes in electricity price, time slots design
as well as fleet size.

The contributions of this research are three-fold. First, to the best of our knowledge,
this is the first study investigating the joint optimization of routing and charge/discharge
scheduling for multiple EVs under time-variant electricity price. The proposed model is
able to provide operational decision making support to commercial EV fleet operators
in order to lower overall charging costs, or even make profits through ancillary service
provision in near-term bidirectional V2G context. Moreover, the proposed model offers
some important implications for policy makers. The numerical experiments can assist the
power system regulators to better understand the energy markets, predict and estimate
the market reaction to energy price adjustment. The managerial insights extracted can
help the policy makers create more efficient energy pricing schemes as well as better energy
policies to maximize the environmental and economic benefits to different stakeholders in
the transportation and energy markets. Further, this research joins two fields of studies,
i.e. operations research and reinforcement learning, and leverages to help solve complex
optimization problems.

The thesis is organized as follows. In Chapter 2, we review the related work, followed
by the description of the proposed problem in Chapter 3. The Lagrangian relaxation of
EVRPTW-TP and the sub-gradient heuristic for solving it are elaborated in Chapter 4.
We introduce the VNS/TS heuristic for EVRPTW-TP in Chapter 5. Chapter 6 evaluates
the lower and upper bounds generated in previous sections agianst the state of art solvers.
We present the case study in Chapter 7, and introduce the deep reinforcement learning
model for the EVRPTW in Chapter 8. Finally, we conclude the thesis with Chapter 9.
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Chapter 2

Literature Review

This research primarily contributes to the energy and transportation literature on bidirec-
tional V2G, and the operations research literature on EV routing and charging/discharging
scheduling. In this chapter, we first review the V2G literature focusing on describing its
concept and implementation architecture in Section 2.1. Since the EV routing problems
are, in general, extensions of the vehicle routing problems, most formulations and solution
methods for the former problem are originated from those for the latter problem, we re-
view literature for the vehicle routing problem in Section 2.2 before we delve into electric
vehicle routing problems in Section 2.3. Finally, we review the existing research work at
the interface of electric vehicle routing and V2G in Section 2.4

2.1 Vehicle to Grid

Most of the literature in energy and transportation community on V2G focused on design-
ing conceptual V2G implementation framework and performing simulations to investigate
the feasibility, reliability, economics and social/environmental implications of the proposed
system. Considerable research efforts were made on exploiting EVs to assist intermittent
renewable energy storage and integration [81, 7], provide ancillary services center on peak
shaving [123] and frequency regulation [51, 63]. In the meanwhile, topics related to EV
battery degradation were intensively investigated [108, 10, 131], while there is a limited
work from the perspectives of business model application and economic analysis [16, 47, 86].
In this literature, two types of V2G contexts are considered: 1) bi-directional V2G where
charging and discharging are both enabled; 2) uni-directional V2G where EVs support grid
operations only through time-shifting charging schedules and are not able to inject energy
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back to the grid. For a comprehensive review about the landscape of the V2G research
and the future research agenda, we refer readers to [55] and [109].

The vast majority of previous related research considers the centralized approaches
where a central controller is able to manage the charging and discharging of all connected
EVs so as to make sizable impacts on the grid and to perform efficient communication. The
central controller here could be the grid operator that aims to minimize the overall system
cost [50] or total energy consumption [101]. Yet in most previous studies, researchers
consider introducing an intermediary, for example a garage or charging facility operator,
to coordinate the charging and discharging of a large number of EVs to meet the service
commitments to the grid while also achieving targeted charge levels for the contracted
EVs [9]. As a large purchaser, the intermediate aggregator may be able to purchase energy,
batteries and services at low prices [61, 62]. It, thus, has the capability to provide economic
incentives to attract personal EV owners to participate in the program.

Nevertheless, relying on centralized control has several drawbacks. First, previous
studies did not systematically explore the business models of V2G. The estimated economic
benefits to EV owners vary significantly among different models [109]. Although several
papers showed that V2G could bring major financial savings to EV owners under certain
assumptions [66, 88], there were many more cases, for example [16, 122], where the incentive
for drivers to participate is not sufficient. The authors of [94] point out that the aggregative
architecture is able to provide more reliable frequency regulation service for the grid by
contracting with a larger number of EVs than required, which, to some extent, reduces
the revenue collected by individual EV owners. Second, current centralized frameworks
generally assume that the travel patterns and future driving profiles of individual EVs are
known in advance. However, in practice, this setting may be faced with privacy issues [55].
In addition, the central controller only takes care of the charging and discharging, jointly
optimizing commercial fleet operations, such as routing, and fleet charging/discharging
is very difficult under such architectures. Finally, the large-scale implementation of the
centralized architecture requires communication infrastructure that is not readily available,
making its application even harder in the near future [94]. In fact, investing in a centralized
control technique may not be required until very high penetrations of EVs becomes a reality
[96].

There is a recent but limited body of work on employing de-centralized approaches to
realize the V2G concept. Hu et al. in [55] classify the de-centralized control strategies
into two groups, transactive control and price control. Under transactive control, the
grid operator and the EV owners iteratively update their price and power schedule until
equilibriums are achieved. This way, the EV charging schedule is a result of the information
exchange between the grid operator and the EVs. While under price control, EV schedule is
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purely the decision of EV owners given the electricity price signals. To name a few examples
considering transactive control. Karfopoulos et al. [59] develop a multi-agent system and
perform simulation of a realistic urban distribution network to compare the performance of
uncoupled and weak-coupled transactive control strategies and a centralized approach. The
weak-coupled transactive control strategy is shown to outperform its uncoupled counterpart
in terms of effectiveness of ”valley filling”, maximization of load factor and minimization
of energy losses, and have comparable performance as the centralized strategy yet with
significantly lower computational cost. Richardson et al. [96] propose a local control
strategy that could be implemented by EV owners without global information about the
grid so as to maximize their own charging rate with respect to some voltage and loading
constraints. The simulation suggests that the proposed methods could drive similar amount
of energy to the EVs within a certain time period compared to a centralized approach, but
requires wider safety margins for the system parameters. Rotering and Ilic [97] construct a
dynamic programming algorithm to control the charging and frequency regulation service
provision under price control, they show that performing smart charging and providing grid
support could substantially improve EV economics. Other research, such as [129] and [104]
investigate the impact of time-of-use electricity prices on the distribution network with EV
penetration and the design of electricity pricing schemes based on customer behaviors.

Our research differs from and extends this literature in a few substantive ways. First, the
proposed model in this research considers the charging/discharging strategy for commercial
EV fleets under price control in the context of bidirectional V2G, which has not been
explored by previous studies. Moreover, in addition to scheduling charging/discharging
for an EV fleet, we simultaneously optimize its routing for logistic services, making the
proposed model of great practical values for commercial EV fleets.

2.2 Vehicle Routing Problem

2.2.1 Problem Variants

The vehicle routing problem (VRP) was first proposed by Dantzig and Ramsor [30] in
1959 as a generalization of the well-known travelling salesman problem (TSP), and were
extensively studied in the subsequent 60 years. In general, given a set of geographically
scattered customers each associated with a demand, a depot and the travelling distance
between them, the VRP seeks to assign customers to the vehicles in such manner that
the demand at each customer is satisfied while the total distance travelled by the fleet is
minimized. The route of each vehicle should originate and terminate both at the depot. In
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the gasoline distribution problem proposed by the original paper [30], the cargo capacity
of a single vehicle is assumed to be much smaller than the total customer demands. Such
a problem is later classified as the capacitated VRP (CVRP).

The VRP model were broadly applied in supply chain management and transportation.
In order to take into account realistic constraints and objectives, numerous variants of
the classical VRP were developed and investigated considering customer characteristics,
service quality, system stochasticity, fleet heterogenity, environmental and energy issues etc.
Among these variants, the one that is the most closely related to the proposed problem is
the VRP with time windows (VRPTW) [98] where an additional set of constraints about
the time intervals in which individual customers should be visited is introduced. Russell and
Urban [100] further propose the VRP with soft time window (VRPSTW) by allowing the
time window constraints to be violated at the price of some penalties. Of interest is also a
more recent group of problems, the green VRP (GVRP) which deals with the environmental
issues associated with the VRP. Due to the recent development of efficient optimization
and computing techniques, researchers and practitioners placed greater attentions on the
rich VRP (RVRP) that reflects most of attributes of a real-life vehicle-routing distribution
system [18]. For comprehensive reviews about the evolution of the VRP and its major
variants, we refer readers to the published survey papers [27, 35, 15, 73, 18, 79] and books
[117, 46].

2.2.2 Solution Methods

The classic VRP and its variants were shown to be NP-hard. Considerable research efforts
were made to solve these problems in the past decades. In general, the solution approaches
could be classified into four categories: the exact methods, the classical heuristics, the
meta-heuristics and reinforcement learning based approaches. Given the extremely large
number of related papers, it is difficult to review these methods comprehensively. Instead,
we outline the bigger picture through introducing the main existing ideas, analyzing their
strengths and limitations, and discussing how they form the pathway towards the solution
methods for the proposed problem.

Problem Formulation and Exact Methods

In terms of mathematical formulation, the classical VRP is originally formulated as a node
pairing problem where a set of binary decision variables xij are used to represent if node i
and node j are paired to form a route [30]. This formulation is later extended by Laporte
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and Nobert [77], with an additional constraint on the fleet size, as the widely-implemented
two-index vehicle flow formulation. In contrast, a limited body of literature, see [40] and
[45] for instance, implement the three-index formulation utilizing binary variables xijk
tracking if edge (i, j) is travelled by each vehicle separately. The three-index formulation,
though in general employs a greater number of decision variables thus requires longer
solution time, has led to several decomposition-based solution methods such as [58] and
[41]. In addition, the set-partitioning formulation [6] has also been successfully applied to
solve the VRP and its variations.

As an important variants of the classical VRP, VRPTW is in general easier to solve than
VRP since the time windows offer tighter constraints for the problem. Acknowledging that
the solution methods for VRPTW are in many aspects inherited from the work done for
the TSP, Kallehauge [57] categorizes the formulations for VRPTW into: arc formulation,
arc-node formulation, spanning tree formulation and path formulation. Among them,
path formulation is usually utilized in the context of column generation, see for example
[33], which were shown to have great performance in solving VRPTW. Moreover, with the
help of Lagrangian relaxation and constrained shortest spanning tree as well as constrained
shortest paths, lots of algorithms such as the ones presented in [39] and [71] were developed
to obtain lower bounds to VRPTW to support branch-and-bound methods.

we refer to [76] and [57] for systematic reviews about the VRP and VRPTW formula-
tions. Based on these formulations, exact methods, such as branch-and-bound algorithms
supported by lower bound generators [24], and column generation algorithms based on the
set-partitioning formulation [3], have been developed to solve the problems. However, due
to the computational complexity, exact methods can only solve VRP instances of less than
100 customers within reasonable time, which is insufficient for real-world applications.

Classical Heuristic Methods

Consequently, there is a growing body of research on applying heuristics and meta-heuristics
to approximate the optimal solution to the VRP. The classical heuristics could be cat-
egorized into constructive heuristics, improvement heuristics and two-phase heuristics.
As their names suggest, the constructive heuristics often build routes from scratch, the
improvement heuristics iteratively generate improved solution based on available ones,
whereas the two-phase heuristics decompose the problem into two sub-problems, customer
assignment and route generation, and solve them sequentially.

The most famous construction heuristic for the VRP is the saving heuristic first
proposed by Clarke and Wright [25]. They initialize the solution assuming allocating
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one vehicle to each customer is possible. In each subsequent iteration, two routes, one
starts with node y and another ends with node z, are merged such that the biggest saving
d0,y + dz,0 − dz,y is achieved and the vehicle cargo capacity is not violated (note that node
0 is the depot and di,j represents the distance between nodes i and j). The procedure is
repeated until no more links are possible, followed by solving a TSP for each vehicle at
final allocation to streamline the routes. Following studies make modifications to improve
the original saving heuristic. For instance, Golden et al. [45] change the saving calculation
formula to d0,y+dz,0−γdz,y. The parameter γ is employed to leverage the emphases on the
newly added edge between vertices z and y and on their relative positions to the central
depot. Altinkemer and Gavish [4] propose to perform the route merging through solving
a maximum cost weighted matching problem. Solomon [105] extends the algorithm to the
VRPTW, yet the solutions generated are far from the optimal.

Another well-known group of construction heuristics is the insertion-based algorithm
put forward by Gillett and Miller [43]. In the sweep algorithm they develop, routes are
sequentially constructed through inserting un-routed customers to the current routes with-
out violating distance and cargo constraints. Solomon [105], again, applies this idea to the
VRPTW considering both geographical and temporal information when determining the
order and the position of insertion. However, the sequential approaches are performed in
a greedy and myopic manner such that the last route generated is usually of poor quality.
In order to overcome this intrinsic weakness, Potvin and Rousseau [92] design a parallel
insertion heuristic to build routes simultaneously for the VRPTW. A regret measure is de-
veloped to select the next un-routed customer for insertion. Moreover, the work of Russel
[99] also showcase the idea of parallel construction. The main difference between [99] and
[92] lies in the processes of routes initialization, order of insertion and the post processing
of un-routed customers.

The aforementioned construction algorithms could assist to find good feasible solutions
quickly, whereas further improvement could still be realized through fine-tuning the current
solution. To this end, a variety of improvement heuristics have been developed. The
basic idea here is, given an available solution S (possibly generated from a construction
heuristic), one explores its neighborhood, namely N(S), defined by applying a neighbor-
hood operator to S for a better solution. If a solution, say S

′
, which is better than S was

found in N(S), we move to S
′

and, again, explore N(S
′
). Such a procedure is repeated

until no improvement could be made. The final solution is a locally, if not globally, optimal
solution in the solution space defined by the neighborhood operator. One good example is
shown in [92]. Based on the solution they obtain using the parallel insertion heuristic, they
iteratively apply an interchange operator deleting 3 + L customers from and re-inserting
them to the routes (here L is a pre-determined parameter). Other commonly implemented
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operators include relocate operator, exchange operator, λ-opt operator etc., which are re-
viewed in [36, 76]. It is worth noting that, in practice, the choice of neighborhood operator
should leverage the trade-off between computational tractability and the thoroughness of
search. For instance, for the interchange operator used by [92], the size of neighborhood
grows exponentially with L, thus they restrict L to 0, 1 and 2.

In addition, Fisher and Jaikumar [40] consider the problem in a two-phase manner, i.e.
first assign customers to vehicles and then optimize the route for each vehicle by solving
a TSP separately. Although previous mentioned approaches, for example, the original
saving algorithm proposed by Clarke and Wright [25], employ similar ideas, this is the
first time the term two-phase heuristic has been used. The decomposition, to some
extent, reduces the problem’s complexity, yet, in the meanwhile, raises a new question –
how to combine the two phases of the approach? Fisher and Jaikumar [40] construct a
linear approximation for the optimal travel distance they could achieve in the second phase
when solving the assignment problem in the first phase. They also note other plausible
ways of approximation such as solving the problem iteratively with Benders decompostion.
Solomon [105] exploits this cluster-first and route-second idea to design the time-oriented
sweep heuristic for the VRPTW. This set of approaches is natural in that it follows the two
phases often applied by human dispatchers, and could be potentially beneficial for future
algorithmic improvement [76]. However, to the best of our knowledge, this research avenue
has not been well pursued.

As mentioned earlier, the classical heuristics for VRP can be extended to VRPTW by
taking into account time-related factors when constructing and improving the solutions.
A more comprehensive review could be found in survey paper [17].

Meta-heuristic Methods

Recently, meta-heuristic, a top-level general strategy which guides other heuristics to search
the feasible region, attracted attention for its capability of effectively finding quality solu-
tions to hard combinatorial problems [74]. The meta-heuristics can be classified into local
search and population search, yet a general tendency has been to move from algorithms
based on a single paradigm to hybrid methods that draw on several principals [76].

The family of local search meta-heuristics that were successfully applied to solve the
VRP includes, but not limited to, tabu search and simulated annealing search. The key
differences between them lie in the neighborhood structure and mechanism for escaping
from local optima.
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Tabu search clearly stands out as the best meta-heuristic for the VRP [26]. The basic
idea behind is to iteratively move to the best solution in the neighborhood even if it is
worse than the current best one. Through the searching process, we maintain a tabu list
that consists of edges that we temporarily exclude from considerations for a number of
iterations in order to prevent cycling. To name a few successful applications to the VRP,
the Taburoute by [42], the Taillard tabu search by [113], and the granular tabu search by
[118] are some of the best examples. In [42], Gendreau et al. deign a generalized insertion
routine to remove and re-insert customers in each tabu-search iteration. A continuous di-
versification term is added in the cost function to penalize the customers that are frequently
removed. The algorithm consists of two searching phases, i.e. solution improvement and
intensification. This is accomplished by applying the tabu-search process twice with differ-
ent sets of parameters. Cordeau et al. [27] adapt this method for the VRPTW, yet with a
post-optimization heuristic which is commonly adopted by tabu-search without intra-route
neighborhood operator. It is acknowledged that one weakness of the tabu-search is that,
in order to obtain high quality solutions, the searching process often need to be performed
for thousands of iterations. In order to address this issue, Taillard [113] proposes two cus-
tomer partition heuristics for the VRP. The routing problem for each cluster then could
be solved in parallel. Toth and Vigo [118] tackle the problem by restricting the size of
the neighborhood. They derive a granular neighborhood by discarding a large quantity of
unpromising moves and actually exploring a small subset of the neighborhood containing
the most promising ones. This method result in drastic reduction in computing time yet
without considerably affecting solution quality.

The simulated annealing search (SA) explores the neighborhood in a different way. In-
stead of examing multiple neighbors, we randomly select one neighbor and move there if a
better solution was found, otherwise we accept the deteriorated solution with a probability
controlled by a temperature parameter that can be adjusted as the searching proceeds.
Osman [90] first realizes this idea for the VRP. He first initializes a solution with a λ-
interchange descent algorithm, and then conducts the SA enhanced by a tabu mechanism.
The idea is extended by Chiang and Russell [23] for the VRPTW. Three neighborhood
structure are developed and compared through numerical experiments. In order to accel-
erate the searching process, Czech et al. [28] develop a parallel computing scheme for the
SA.

With regard to population search, instead of maintaining only the best solution so
far as the local search algorithms do, it operates within a population of solutions. In
general, it iteratively applies generic operators to generate new solutions based on the
population and update the population periodically. To the best of our knowledge, all the
population search algorithms that were successfully applied to the VRP are hybridized
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with local search. Nagata and Braysy [84] propose a genetic algorithm for the VRP. At
each iteration, children solutions are obtained by applying a crossover operator to parents
selected from the solution population. They then perform modifications for each child for
solution feasibility, followed by an improvement phase with local search. Various studies,
for example [82] and [93] exploit the same framework as [84], while Thangiah et al. [115]
hybridize the population search and local search in a different way. They employ an
genetic algorithm to generate offspring solutions based on the ”good” solutions they find
during local search. These offspring solutions are then utilized as the starting points of the
second-round local search.

Deep Reinforcement Learning Approaches

In addition to the aforementioned methods, there is an emerging group of literature on
applying artificial intelligence techniques, more precisely, deep reinforcement learning (RL),
to solve difficult combinatorial problems. Previous related research can be divided into two
main branches by problem formulation: policy-based methods and value-based methods.

Policy-based methods seek to optimize over a policy model that can directly generate
the optimal action given the current state. Its applications in combinatorial optimization
originate from Vinyals et al. [121]. Considering that solutions to some combinatorial
problems such as the TSP are permutations of the given nodes, they develop the pointer
network (PN) based on the sequence to sequence model originally constructed for machine
translation [112]. The PN consists of two separate long short-term memory newral networks
(LSTM), one to encode the sequence of input nodes and another one to produce (decode)
the output sequence. A content-based attention mechanism is introduced in between to
enable the information to flow from the encoder to the decoder. They train the PN in a
spervised manner with solutions generated by exact and heuristic algorithms. The model is
able to efficiently find near-optimal solutions to small TSP instances. However, in theory,
the model performance is constrained by the algorithms they use during training.

Bello et al. [8] then construct a RL framework employing the critic-arctic method to
train the PN for solving the TSP. In the RL framework, they regard the PN as an agent
making actions (determining the next node to visit) to solve the instances generated on the
fly. Each action taken by the agent is assigned a reward based on which they update the
parameters of PN so as to maximize the expected rewards the agent could obtain given any
instances. This way, training the PN does not require any solutions generated by existing
problem solvers. Therefore, it is possible for the model to outperform any other existing
methods. Nazari et al. [85] argue that it is difficult to generalize the PN to combinatorial
problems where system representations change over time. For example, in the VRP, every

12



time we visit a customer, the customer’s demand will be zero afterwards. Since the LSTM
encoder intakes input nodes sequentially, we have to feed the updated node information to
the PN from scratch, which is computationally expensive. They point out that the order of
input nodes does not provide any useful information. They thus replace the encoder LSTM
with element-wise projections and apply the model to the VRP. More rencently, Kool, Hoof
and Welling [72] propose a new model for the TSP and VRP based on multi-head attentions
and train the model using RL with a greedy roll-out baseline.

On the other hand, value-based methods aim to find a value function that is able to
evaluate the potential actions given a system state. Decisions could then be made based
on the action evaluation. A successful application can be found in [65] where a graph-
embedding network is introduced to parametrize the policy and is trained using the fitted
Q-learning.

In general, though policy-based methods suffer from sample inefficiency thus gener-
ally requires longer training time in practice, they tend to more stably converge to good
behaviors comparing with value-based methods.

2.3 Electric Vehicle Routing Problem

The electric vehicle routing problems (EVRP) could be regarded as a special variant of the
green vehicle routing problem proposed by Erdogan and Miller-Hooks [37] in 2012 for alter-
native fuel vehicles (AFVs). To the best of our knowledge, it is the first research work that
takes into account the opportunity to extend vehicles’ distance limitation as a consequence
of actions taken while en route, i.e. visiting an en-route station/satellite facility to replen-
ish or unload. They formulate the problem as a classical VRP with additional constraints
for en-route replenishment. Schneider et al. (2014) [103] extend the framework specifi-
cally for electric vehicles, propose the electric vehicle routing problem with time windows
(EVRPTW). Instead of using constant replenishing time as in [37], they assume a linear
charging time associated with the EVs’ battery levels on arrival at the stations. While
both [37] and [103] employ the assumption that an EV can only fully recharge its battery
at the stations, Felipe et al. [38] consider partial charging stategies for EVs with multiple
types of charger, each with a different charging speed and unit cost. Keskin and Catay [64]
propose a similar study yet for EVRPTW. Starting from Lin et al. [80], researchers started
to investigate the problem under more sophisticated modeling for EV battery. They de-
velop a general framework for the EVRP considering the impact of EV load and speed on
battery consumption, heterogeneous fleet, and topology of charging stations. Monotoya
et al. [83] employ a non-linear function to model the battery charging process. Pelletier
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et al. [91] incorporate the cost of battery degradation into the EVRP and formulate an
at-depot charge scheduling problem with considerations regarding time-dependent energy
prices, degradation cost and facility-related demand cost.

In terms of solution methods, due to the problem complexity, most of the existing
studies implement meta-heuristics. As far as we know, the only paper that considers exact
algorithm for the EVRP is the one done by Desaulniers et al. in 2016 [32]. A column
generation algorithm is proposed for four variants of the EVPTW [103] with respect to
full/partial recharge and the number of station visit(s) for a single route.

Given the intrinsic similarities between the VRP and EVRP, heuristic and meta-
heuristic algorithms reviewed in Section 2.2.2 could be adapted for the EVRP with specific
adjustments for the station nodes and charging schedule. For example, a construction
heuristic based on the Clarke-and-Wright saving heuristic [25] is proposed in [37]. If the
distance constraint is violated after merging two routes, a station will be inserted to the
position that results in a minimal distance increase. This heuristic is employed by the
following papers including [38] and [64]. When performing local search, Felipe et al. [38]
design a new neighborhood operator, namely recharge relocation, to relocate the station,
if exists, to its best location along the route without reordering the customers’ sequence.
Similar operators, namely station removal, station insertion [64] and StationReIn [103],
are defined by other literature. For a hybrid electric vehicle routing problem, Abdallha
[1] formulate three Lagrangian relaxations and a tabu search heuristic that can efficiently
provide quality lower and upper bounds respectively. From the perspective of population
search, Abdulaal et al. [2] exploit a route-first, schedule-second idea. They first employ a
generic algorithm to generate customer sequences for vehicles, then, if needed, assign sta-
tions to routes with a Markov Decision Process. Finally, trust-region search is performed
to optimize the EV’s operational cost.

Summing up, since the proposed problem is much more complicated than the VRPs
proposed by most of the existing research, implementing meta-heuristic or artificial intelli-
gence methods are a more realistic option than using exact approaches. Specific attention
should be placed on the design of station-related neighborhood operator. Further, the
removal and insertion of station could have sizable impact on the time and battery level on
arrival at the rest nodes along the route [103]. Fast evaluation of this impact is paramount
for efficient implementation of a meta-heuristic.
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2.4 Electric Vehicle Routing in V2G Context

Limited research efforts were made to investigate the joint optimization of EV routing
and charging in V2G context. The authors in [119] and [128] study the problem for a
single EV. Trivino-Cabrera et al. [119] formulate a mixed integer programming problem
for a single EV providing energy delivery service between locations taking into account
battery degradation, time-dependent energy prices and the interaction between the EV
and the grid. The model is able to provide routing and charging/discharging schedule so
as to maximize the EV owner’s overall benefit. However, the EV is not responsible for any
customer services in this research. Under time-variant electricity prices, Yang et al. [128]
optimize over the monetary cost of one EV seeking to provide delivery/pickup services for a
series of customers in the context of uni-directional V2G where discharging is not enabled.

For an EV fleet as a whole, Yu et al. in [56] propose an autonomous electric vehicle
(AEV) logistics system for smart grid service provision in uni-directional V2G context.
The system can generate optimal routes for the AEV fleet to satisfy all the logistic re-
quests and strategically detour to store the power generated by intermittent sources. Three
objectives are taken into consideration, i.e. minimizing total driving distance, maximiz-
ing the amount of energy charged from renewable sources, and minimizing the amount
of time the AVs require for reaching final destinations. They formulate the problem as
a quadratic-constrained mixed integer linear programming. To accelerate the solution
process, they formulate a Lagrangian relaxation and a dual decomposition algorithm to
enable distributed computation. Tang et al. [114] consider a set of EVs travelling from
their sources to destinations without en-route customers. EVs could detour to two types
of stations, one associated with renewable energy and located in suburb areas while the
other type are normal stations located in urban areas, for en-route charging and discharg-
ing. An optimization problem is formulated to provide routing and charging/discharging
decisions. From the perspective of an EV dispatcher, [2] investigates the routing and
charging/discharging schedule for an EV fleet to provide services to customers with time
window constraints. They consider continuous energy prices and optimize over a quadratic
objective function simultaneously considering charging cost, discharging reward as well as
battery degradation cost. Due to the complexity of the proposed model, it is difficult to
coordinate the optimization across EVs. They employ the idea of cluster-first and route-
second to enable parallel optimization of the routes for different EVs. However, they do
not specify the methods for assigning customers to EVs.
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Chapter 3

The EVRPTW-TP

3.1 Problem Description

We define the electric vehicle routing problem with time windows under dynamic electricity
prices (EVRPTW-TP) on a complete directed graph G(Vc,s,od, E) where Vc,s,od denotes the
set of all nodes, and E is the set of all edges. The nodes can be partitioned into three
distinct categories: customer nodes, station nodes, and depot nodes. Let Vc = {1, 2, . . . , N}
denote the set of N customers, each of them is associated with a demand di, a service time
si, and a time window [ei, li] during which an EV should arrive at the node and start
providing services. Let Vs = {N + 1, . . . , N + S} be the set of S en-route stations. We
introduce two nodes which make up the depot set D = {0, N + S + 1} to denote the same
depot for formulation purposes. Nodes 0 and N + S + 1 are the first and last nodes of
every EV route respectively. In the following discussion, to indicate a set that includes the
respective depot nodes, we subscript the set with ”o” (origin) and/or ”d” (destination).
Similarly, we subscript the set with ”c” and ”s” to indicate the inclusion of customer and
station nodes respectively. For instance, Vcd = Vc ∪ {N + S + 1}. Set E consists of edges
among customer, station, and depot nodes. Each edge, say (i, j), is assigned a distance
dij. Assuming constant consumption rate g and constant travel speed v, we can infer the

travel time tij =
dij
v

and energy consumption cij = gdij for each edge. Note that, under
the assumption of constant charging speed 1

α
, the energy consumption here is represented

as the time required to recharge the energy consumed along the edge, i.e. fij = αcij.

The commercial EV fleet consists of K homogeneous EVs, each has a load capacity
Q, and a battery capacity C. Similar to the time-energy transformation done for energy
consumption along edges, we define B = αC which is the time required to fully recharge
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the battery from 0. At the very beginning of the planning horizon, all the EVs are at
the depot (node 0) with a full battery. They then are allowed to leave the depot to serve
the customers during their time windows and visit en-route stations if scheduled. All EVs
should return to the depot (node N+S+1) before the end of the planning horizon. During
each station/depot visit, an EV can either pay to charge its battery or make profits by
injecting energy back to the grid from its battery. The charging cost and discharging reward
vary according to time. We assume that EVs are allowed to perform either charging or
discharging during their station visits, but are not allowed to perform both of them during
one single visit. We make this assumption to avoid frequent switches between charging and
discharging which were shown to have detrimental effects on battery lifespan. We discretize
the planning horizon into |T | consecutive periods, each of length δ and is associated with
a charging rate P t

re and discharging rate P t
dis, ∀t ∈ T . In order to avoid a non-linear

formulation, we assume that once an EV starts charging/discharging its battery, it can
only do so for the whole period. For example, suppose δ = 60, an EV arrives at a station
at time 110, it cannot start charging/discharging until time 120 when the 3rd period starts.
An EV can stop charging/discharging only at the end of the following periods. The only
exception is that once the EV’s battery is fully charged the process will be automatically
terminated at anytime, yet the EV owner still need to pay for the whole charging period.
In addition, EVs would be fully charged during the night at the minimum charging rate
Pnight. We seek to find K routes such that all the customer demands are satisfied and the
total net electricity related cost is minimized without violating time, cargo capacity and
battery capacity constraints. The notations are summarized in Table 3.1.

3.2 Mathematical Formulation

As discussed in Chapter 2, two-index, three-index and set partitioning formulations are
commonly implemented by previous studies on VRP. As an extension of the VRP, EVRP
can also be formulated in these manners. Set partitioning formulation is often associated
with column generation, see for example [32], for solving the problem exactly. Two-index
formulation, such as [103], generally requires less number of decision variables than three-
index formulation, thus is favored by most previous research. Given the complexity of
the proposed problem, it is difficult to solve it exactly. We formulate the problem in a
three-index manner such that we can decompose the problem more conveniently using a
way similar to [58] and [41], which will be explained in more detail in Chapter 4.

To formulate the problem we define the binary variable xijk that takes a value of 1
if edge(i, j) is travelled by vehicle k and a value of 0 otherwise. The real non-negative
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Table 3.1: Summary of the Notation

Definition

Vc The set of customer nodes
Vs The set of station nodes
Vod The set of depot nodes
E The set of all edges
T The set of charging/discharging periods
N The number of customers
S The number of stations
K The number of EVs
δ The length of each charging/discharging period
Q Cargo capacity of an EV
C Battery capacity
B The amount of time required to fully charge the battery
α The reciprocal of the constant charging speed
g Energy Consumption rate with respect to distance traveled
v Constant traveling speed
dij Length of edge (i, j)
tij Travel time along edge (i, j)
cij Energy consumption along edge (i, j)
fij The amount of time required to charge the energy consumed along edge (i, j)
ei Earliest service start time at node i
li Latest service start time at node i
si Required service time at node i
qi The demand at node i
P t
re The cost for charging during the tth period

P t
dis The reward for discharging during the tth period

Pnight The unit cost of charging during the night
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Table 3.2: Summary of the Decision Variables

Variable Type Definition

xijk Binary If edge (i, j) is travelled by vehicle k (= 1) or not (= 0)
yik Binary Whether vehicle k charges (= 1) or discharges at node i (= 0)
ritk Binary If vehicle k charges at node i during period t (= 1) or not (= 0)
ditk Binary If vehicle k discharges at node i during period t (= 1) or not (= 0)
τik Continuous The arrival time of vehicle k at node i
bik Continuous The battery level of vehicle k on arrival at node i
uik Continuous The remaining cargo of vehicle k on arrival at node i

variables τik refers to the time EV k arrives at node i, while bik and uik represents its
battery level and remaining cargo on arrival at node i, respectively. Note that the battery
level here indicates the amount of time required to charge the battery from 0 to the current
level. The binary variables ritk and ditk indicate if EV k recharges and discharges its battery
at node i during period t (=1) or not (=0) respectively. The binary variable yik takes a
value of 1 if EV k recharges its battery at node i and takes a value of 0 otherwise. Note
that the decision variables ditk, ritk and yik are only associated with station and depot
nodes, while others are associated with all nodes. For the sake simplicity, we use subscript
d to denote the depot node N + S + 1. The type of definition of the decision variables are
summarized in Table 3.2.

We formulate the problem as a mixed-integer programming as follows and refer to it as
EVRPTW-TP.

min
K∑
k=1

∑
i∈Vs,od

∑
t∈T

δ[ritkP
t
re − ditkP t

dis] +
∑
k

Pnight[B − bdk −
∑
t∈T

δ(rdtk − ddtk)] (3.1)

s.t.
∑
k

∑
j∈Vc,s,d

xijk = 1, ∀i ∈ Vc (3.2)

∑
i∈Vc,s,o

xidk = 1, ∀k ∈ {1, 2, . . . , K} (3.3)

∑
j∈Vc,s,o

xjik −
∑

j∈Vc,s,d

xijk = 0, ∀i ∈ Vc,s, k ∈ {1, 2, . . . , K} (3.4)
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τik + (tij + si)xijk −M(1− xijk) ≤ τjk, ∀i ∈ Vc,s,o, j ∈ Vc,s,d, k ∈ {1, 2, . . . , K} (3.5)

tδ(ritk + ditk) + tijxijk −M(1− xijk) ≤ τjk, ∀i ∈ Vs,o, j ∈ Vc,s,d, t ∈ T, k ∈ {1, 2, . . . , K}
(3.6)

ei ≤ τik ≤ li, ∀i ∈ Vc,s,od, k ∈ {1, 2, . . . , K} (3.7)

b0k = B, ∀k ∈ {1, 2, . . . , K} (3.8)

bjk ≤ bik − fijxijk +M(1− xijk), ∀i ∈ Vc,∀j ∈ Vc,s,d, k ∈ {1, 2, . . . , K} (3.9)

bjk ≤ bik+
∑
t∈T

δritk−
∑
t∈T

δditk−fijxijk+M(1−xijk), ∀i ∈ Vs,o, j ∈ Vc,s,d, k ∈ {1, 2, . . . , K}

(3.10)

∑
t∈T

δritk ≤ B − bik, ∀i ∈ Vs,od, k ∈ {1, 2, . . . , K} (3.11)

∑
t∈T

δditk ≤ bik, ∀i ∈ Vs,od, k ∈ {1, 2, . . . , K} (3.12)

∑
t∈T

ritk ≤ |T |yik, ∀i ∈ Vs,od, k ∈ {1, 2, . . . , K} (3.13)

∑
t∈T

ditk ≤ |T |(1− yik), ∀i ∈ Vs,od, k ∈ {1, 2, . . . , K} (3.14)

τik − (t− 1)δ ≤M(1− ditk − ritk), ∀i ∈ Vs,d, t ∈ T, k ∈ {1, 2, . . . , K} (3.15)
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ujk ≤ uik − qixijk +M(1− xijk), ∀i ∈ Vc,s,o, j ∈ Vc,s,d, k ∈ {1, 2, . . . , K} (3.16)

u0k = Q, k ∈ {1, 2, . . . , K} (3.17)

0 ≤ hjk ≤ B
∑

i∈Vc,s,o

xijk, ∀j ∈ Vs, k ∈ {1, 2, . . . , K} (3.18)

uik, τik ≥ 0, ∀i ∈ Vc,s,od, k ∈ {1, 2, . . . , K} (3.19)

xijk ∈ {0, 1}, ∀i ∈ Vc,s,o,∀j ∈ Vc,s,d, k ∈ {1, 2, . . . , K} (3.20)

yik ∈ {0, 1}, ∀i ∈ Vs, k ∈ {1, 2, . . . , K} (3.21)

ritk, ditk ∈ {0, 1}, ∀i ∈ Vc,od, t ∈ T, k ∈ {1, 2, . . . , K} (3.22)

The objective function 3.1 minimizes the net cost, i.e. total charging cost minus total
discharging reward. The first term corresponds to the net cost during the planning horizon,
while the second term refers to the cost of fully charging all EVs at night. Constraints 3.2
ensure that every customer is served by exactly one EV. Constraints 3.3 enforce all the
EVs to return to the depot by the end of the planning horizon. Constraints 3.4 guarantee
that no route ends at a customer or a station node. Constraints 3.5 - 3.7 deal with the
arrival time of EVs at a given node. Constraints 3.5 ensure the time feasibility of edges
leaving customers and the depot, while Constraints 3.6 deal with the edges originated
from charging stations. Note that tδ is the time when the tth period ends. In Constraint
3.6, we assume an EV can leave the station right after its charging/discharging schedule
at the station has completed. Constraints 3.7 ensure that the time windows of all the
nodes are not violated. Constraints 3.8 - 3.10 consider EVs’ battery levels on arrival
at the nodes. Constraints 3.8 mean that every EV is fully charged before leaving the
depot. Constraints 3.9 ensure battery feasibility along edges leaving customers and the
depot, while Constraints 3.10 consider edges leaving stations. Constraints 3.11 - 3.15 deal
with EVs’ charging and discharging behaviors at stations and the depot. Constraints
3.11 mean that an EV battery cannot be recharged to a level that exceeds its capacity,
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while Constraints 3.12 state that an EV battery cannot be discharged to a level below 0.
Constraints 3.13 and 3.14 ensure an EV is allowed to discharge or recharge its battery at
station and depot nodes but is not allowed to do both in a single visit. In Constraints 3.15,
if τi− (t− 1)δ > 0, it suggests that the EV has not arrived at station/depot i by the start
of the tth period. Therefore, di,t and ri,t on the right-hand-side have to take a value of 0
implying that an EV is allowed to charge/discharge its battery only after its arrival at a
station/depot. If τi − (t − 1)δ ≤ 0, we can set discharging/recharging schedule at node i
for the tth period, di,t and ri,t thus can be either 0 or 1. Constraints 3.16 guarantee that
the demands along an EV’s route are all satisfied, whereas Constraints 3.17 state that all
EVs are full at the start of the planning horizon. Constraints 3.18 - 3.22 define the ranges
of decision variables. The ”M” in the aforementioned inequalities is a very large constant
number.
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Chapter 4

Lagrangian Relexation for the
EVRPTW-TP

The proposed EVRPTW-TP is an NP hard combinatorial problem. Thus, solving the
problem with commercial solving tools, such as CPLEX, requires extensive computational
efforts. Solving instances of over 10 customers using traditional MIP solvers is computa-
tionally expensive. Therefore, developing efficient solution algorithm is of great importance
for its real-world application.

For the EVRPTW-TP, all the constraints other than Constraints 3.2 are associated
with a sub-index k implying constraints for different EVs are separable. We can take
advantage of this special structure by relaxing Constraints 3.2 and then decomposing the
relaxed problem into a set of identical sub-problems (as the EV fleet is homogeneous) that
can be solved relatively quickly using CPLEX. The relaxed problem can assist to provide
lower bounds to the original problem which can help enhance the performance of branch-
and-bound and allows to evaluate the solution quality of the heuristics that will be detailed
in Chapter 5. In terms of the relaxation, previous studies, see for example [58] and [41],
have successfully applied Lagrangian relaxation to various VRP problems and have shown
it to be very effective and efficient. In this chapter, we exploit a Lagrangian relaxation
to decompose the EVRPTW-TP and employ a sub-gradient heuristic to approximate the
original problem.
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4.1 Lagrangian Relaxation

We construct the Lagrangian relaxation, as shown in Equation 4.1, by relaxing Constraints
3.2 and introducing a set of penalty parameters λ’s to penalize the violations of Constraints
3.2 in the objective function. The feasible region of the EVRPTW-TP is a subset of that
of Problem 4.1, enabling Problem 4.1 to provide lower bounds to the original problem.
Through fine-tuning the values of λ’s, we can obtain ”the best” lower bound whose dis-
tance from the original optima, in theory, could be zero. The corresponding maximization
problem is the Lagrangian master problem as in Equation 4.2 where λ is a vector of penalty
parameters. As mentioned, the Lagrangian relaxation problem can be decomposed into a
set of identical sub-problems, each associated with an EV. The sub-problem is presented
in Equation 4.3. We note that the constraints as well as the decision variables of the
sub-problem are in the same formats as the original EVRPTW-TP yet without sub-index
k and Constraints 3.2.

Lagrangian Relaxation Problem

ZLR(λ) = min
s.t(3.3)−(3.22)

∑
k

∑
i∈Vs,od

∑
t∈T

δ[ritkP
t
re − ditkP t

dis]

+
∑
k

Pnight[B − bdk −
∑
t∈T

δ(rdtk − ddtk)]

+
∑
i∈Vc

λi(1−
∑
k

∑
j∈Vc,s,d

xijk)

(4.1)

Lagrangian Master Problem

ZLM = max
λ∈R

ZLR(λ)

= max
λ∈R

KZSP (λ) +
∑
i∈Vc

λi
(4.2)

Lagrangian Sub-problem

ZSP (λ) = min
s.t.(3.3)−(3.22)

∑
i∈Vs,od

∑
t∈T

δ[ritP
t
re − ditP t

dis] + Pnight[B − bd −
∑
t∈T

δ(rdt − ddt)]

−
∑
i∈Vc

λi
∑

j∈Vc,s,d

xij

(4.3)
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In the sub-problem defined above, penalty parameters λ’s only appear in the objective
function, implying that the feasible region defined by the constraints is fixed regardless of
the values of λ’s. Each feasible solution to the sub-problem corresponds to a route and a
schedule that an EV could take. We define several parameters for each feasible solution
h ∈ H where H is the feasible region of the Lagrangian sub-problem, as shown in Equations
4.4 - 4.7. We superscript the decision variables with h indicating their association with
solution h. The value of ch represents the net cost of the schedule implied by h, ahi is the
number of times node i is visited along the route in h. Additionally, wh is a N dimensional
vector whose ith entry whi indicates the negative number of times node i is visited more
than once by the whole EV fleet.

ch =
∑
i∈Vs,od

∑
t∈T

δ[rhitP
t
re − dhitP t

dis] + Pnight[B − bhd −
∑
t∈T

δ(rhdt − dhdt)] (4.4)

ahi =
∑

j∈Vc,s,d

xhij (4.5)

wh = (wh1 , w
h
2 , . . . , w

h
N) (4.6)

whi = 1−Kahi (4.7)

With these parameters, we can re-write the Lagrangian sub-problem and the Lagrangian
relaxation problem as in Equations 4.8 and 4.9 respectively. Further, we re-write the
Lagrangian master problem as in Equation 4.10.

ZSP (λ) = min
h
ch −

∑
i∈Vc

λia
h
i (4.8)

ZLR(λ) = min
h
Kch +

∑
i∈Vc

λi(1−Kahi )

= min
h
Kch +

∑
i∈Vc

λiw
h
i

(4.9)

ZLM = max
λ,θ∈R

θ

s.t. θ ≤ Kch +
∑
i∈Vc

λiw
h
i , ∀h ∈ H (4.10)
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4.2 Sub-gradient Heuristic

Solving the Lagrangian master problem defined in 4.10 is non-trivial as enumerating all
feasible solutions of the sub-problem requires an extensive amount of computations. To
overcome this issue, we utilize a sub-gradient heuristic to solve the Lagrangian master
problem iteratively. The basic idea is maintaining only a subset of all feasible solutions
and accumulate feasible solutions one after another as we move from one λ vector to another
one along its sub-gradient direction. The feasible solutions accumulated are then exploited
to approximate the sub-gradient at the subsequent λ vectors. This type of sub-gradient
heuristics is initiated by Held and Karp in [52] and redefined and experimentally studied
in [53] where a way for choosing step size is presented. However, the choice of step size
in [53] largely relies on the choice of a parameter λj (λj here is a constant parameter set
for iteration j in the original paper, and is different from the vector λ we defined in this
thesis), thus is relatively difficult to implement. Instead, we employ the method developed
by Kallehauge et al. [58] that incorporates the trust region defined by Griffith and Stewart
[48] in a non-linear programming context. In doing so, the width of the trust region,
equivalently the step size, is dynamically adjusted through the search process based on the
quality of sub-gradient approximation at a given iteration without parameter engineering.
More specifically, the sub-gradient heuristic is introduced as follows.

At the initialization phase, we randomly generate a vector λ1 and set the search starting
point µ1 to be equal to λ1. We set a tolerance tol as a termination criteria, an initial trust
region width ω1, and an iteration counter i is set to 1. We then solve the Lagrangian
sub-problem ZSP (µ1) and ZLR(µ1), and c1 and w1 are set based on its optimal solution.

At iteration i, we first solve the master problem presented in 4.11 which considers the
solutions we found up to iteration i and optimize the penalty factors µ’s within the trust
region defined by the current penalty factors λ’s and width ωi. The local optimal solution

to the master problem is denoted as µi+1 and its corresponding objective value ˆZi
LM is

an estimation of ZLR(µi+1). We thus can estimate the improvement in the lower bound

∆est = ˆZi
LM −ZLR(λi). If the estimated improvement is smaller than the tolerance tol, we

terminate the search process as the lower bound is already ”good enough”. In addition, it
is possible that the current best lower bound ZLR(λi) is greater than a pre-defined large
value MLR, then we claim that the instance is infeasible. For EVRPTW-TP, we set MLR as
three times the cost for fully charging the whole EV fleet at the highest charging rate, i.e.
MLR = 3KPmax

re
B
δ

where Pmax
re indicates the highest charging rate throughout the planning

horizon, B
δ

is the number of periods required to fully charge an EV.
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ˆZi
LM = max

µ,θ
θ

s.t. θ ≤ ZLR(µq)+ < wq, µ− µq >, ∀q = 1, 2, . . . , i

µ ≤ λi + ωi

µ ≥ λi − ωi

(4.11)

If the search process is still ”alive”, we solve the sub-problem ZSP (µi+1) and compute
the corresponding ZLR(µi+1) as well as ci+1 and wi+1. Then we evaluate the quality of the

trust region by calculating a metric ρ = ZLR(µi+1)−ZLR(λi)
∆est

. We enlarge the region width by
50% if ρ > 1, divide the width by 1.1 if ρ is negative, and make no adjustments otherwise.
Further, if ρ > 0, we move to a new penalty vector by setting λi+1 = µi+1 and take a
non-step, i.e. setting λi+1 = λi, otherwise. The search procedure is repeated until one
of the termination criteria is met, and the latest ZLR(λ) at termination is the best lower
bound to the original EVRPTW-TP. In particular, the pseudo code of the sub-gradient
heuristic is summarized in Algorithm 1.

Algorithm 1 Sub-gradient Heuristic for Solving the Lagrangian Dual

1: tol, ω1, λ1 ← Initialization()
2: µ1 ← λ1

3: i← 1
4: solve ZSP (µ1), and compute ZLR(µ1), c1 and w1 based on its optima
5: while True do
6: µi+1, ˆZi

LM ←Master(ωi, µ1, . . . , µi, w1, . . . , wi)

7: ∆est ← ˆZi
LM − ZLR(λi) (estimate improvement)

8: if ∆est < tol or ZLR(λi) > MLR then
9: break
10: else
11: solve ZSP (µi+1), and calculate ZLR(µi+1), ci+1, and wi+1

12: ρ← ZLR(µi+1)−ZLR(λi)
∆est

13: if ρ = 1 then ωi+1 = ωi × 1.5
14: else if ρ < 0 then ωi+1 = ωi/1.1
15: else ωi+1 = ωi

16: if ρ > 0 then, move forward: λi+1 ← µi+1

17: else λi+1 ← λi

18: i← i+ 1
LB ← ZD(λi)
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Chapter 5

VNS/TS Hybrid Heuristic for
EVRPTW-TP

The Lagrangian relaxation introduced in the last chapter assists us to obtain quality lower
bounds to the original problem. However, we still do not have a feasible solution that can be
used to dispatch EVs in real-world operations. In this chapter, we focus on implementing
a meta-heuristic to generate feasible solutions of high quality.

As mentioned earlier, meta-heuristics for EV routing problems can be classified into
three main categories: annealing search, tabu search and population search. Due to the
presence of charging stations, constructing feasible offspring solutions from parent solutions
is not straight forward making population search algorithms, such as generic algorithms,
less desirable. Following the framework presented in [103] for the EVRPTW, we develop
a variable neighborhood search and tabu search hybrid (VNS/TS) meta-heuristic with an
annealing mechanism to solve the EVRPTW-TP.

5.1 The Framework

The overall framework of the VNS/TS heuristic is shown in Algorithm 2. The heuristic
consists of two components: a variable neighborhood search (VNS) components serves to
diversify the search process, and a tabu search (TS) component for local intensification.
Each function and component mentioned here are elaborated in the following sections.
First, we initialize a set of routes that visit each customer with a positive demand exactly
once. We then search the region defined by the EVRPTW-TP for at most ηvns iterations.
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Specifically, in each VNS iteration, we first move to a random solution S
′

in the neigh-
borhood of the current best solution S. After that, we implement tabu search to find the
local optima S

′′
starting from S

′
for at most ηtabu steps. If the local optima satisfies the

acceptance criteria, we move from the current solution S to S
′′
. If we do not find any

solutions better than the current best with respect to the generalized cost function for
ηearly consecutive VNS iterations, the early stop mechanism will be triggered, otherwise we
terminate after ηV NS iterations.

Algorithm 2 VNS/TS Heuristic For EVRPTW-TP

1: S = initialization()
2: counter ← 0
3: for i = 1, 2, . . . , ηvns do
4: S

′
= Move2Neighbor(S)

5: for j = 1, 2, . . . , ηtabu do
6: S

′
= Tabu(S

′
)

7: S
′′ ← S ′

8: if fgen(S) > fgen(S
′′
) then

9: counter ← 0
10: else
11: counter ← counter + 1

12: if counter ≥ ηearly then
13: Break
14: else if Accept(S, S

′′
) then S ← S

′′

5.2 Initialization

We construct the initial solution with a sweep heuristic similar to [103]. The pseudo code
for the heuristic is presented in Algorithm 3. First, we sort the customers in an increasing
order of the angle between the depot, a randomly selected point and the customer. Then,
starting from the customer with the smallest angle, we insert the customers to the active
route at the position resulting in minimal increase in the traveling distance of the active
route. Once the battery or cargo constraints of the active route are violated, we activate
a new route if the number of routes used so far has not exceeded the given EV fleet size.
Otherwise, all the remaining customers are inserted into the last route. Finally, all the
constructed routes form the initial solution S = (R1, R2, . . . , RK)
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Algorithm 3 Initialization

1: Vc ← SortByAngle(Vc)
2: i← 1
3: Ri ← [0, N + S]
4: for c in Vc do
5: Ri ← insert(Ri, c)
6: if BattOrCargoV io(Ri) and i < K then
7: i← i+ 1
8: Ri ← [0, N + S]

5.3 VNS Component

The neighborhood structure is defined by a cyclic-exchange operator. We first select Nr

routes from the current solution S to form an exchange cycle. For each of the selected
routes, namely Ri, we generate a random number υi indicating the number of consecutive
nodes in Ri that form the exchange block, and then randomly pick the starting nodes of
the block. After that, the blocks are reversed and then transferred among the selected
routes forming a new solution S

′
, feasible or infeasible, in the neighborhood of the current

solution. Figure 5.1 shows an example of the cyclic exchange operator where Nr = 3, the
selected routes are Ri, Rj and Rk with υi = 2, υj = 3, υk = 2. The three dash blocks on
the left form an exchange cycle. The blocks are reversed and transferred forming the three
new routes Ri′, Rj ′ and Rk ′ on the right.

Figure 5.1: An Example of the Cyclic Exchange Operator

Based on S ′, we then use the tabu search which is detailed in the next section to
find the local optima S

′′
. Instead of accepting only S

′′
that is better than the current

solution S, we also accept solution worse than the current solution with a probability of

exp
[
fgen(S)−fgen(S

′′
)

Temp

]
to diversify the searching process. Here Temp is the temperature
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that is initially set to Temp0 such that a solution with cost fgen(S
′′
) that is κ worse than

the current best solution will be accepted with a probability of 50%. The temperature
will decrease by a factor after each VNS ietration so that in the last 20% iterations, the
temperature is below 0.0001.

The VNS component will be performed at most ηV NS times. The best solution we
found before the termination of the VNS component is the final solution we get for the
EVRPTW-TP.

5.4 Tabu Component

We consider four widely-used operators for the Tabu search. The operators are visualized
in Figure 5.2 where nodes in the same row are travelled by an EV before the operator is
applied, the dash arrows are edges to be removed, the stripped and shadowed nodes are the
nodes selected by the algorithm. New routes after the operator is applied are highlighted
in blue and orange. In particular, we introduce the four operators as follows.

• 2-opt*: Select two routes and remove one edge from each of them. Connect the first
part of the first route with the second part of the second route and vice versa.

• Exchange: Exchange the positions of two nodes. The two nodes could either be in
the same route or in different routes.

• Relocate: Select one route, remove one node from this route and reinsert this node
to another position. The new position could either be in the same route or in another
route.

• StationInRe: Perform insertion or removal of a station node.

In each tabu iteration, we exam all the possibilities of applying the aforementioned
operators to different parts of S

′
, and take the action that results in maximal decrease in

the generalized cost. We prohibit the reinsertion of removed edges for a specified number
of tabu iterations called tabu tenure. The tabu tenure for each deleted edge is randomly
selected from an interval [vmin, vmax]. We lift all the tabu restrictions once we find a new
best solution. The procedures are repeated until no improvement could be made or for at
most ηtabu iterations and the best solution we find before termination would be S

′′
.
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Figure 5.2: Tabu Search Operators

5.5 Generalized Cost Function

The generalized cost function, which is used to evaluate the solution quality, is defined as
follows:

fgen(S) = felec(S) + βtwΦtw(S) + βbattΦbatt(S) + βcargoΦcargo(S) (5.1)

Where S is a solution consisting of K routes (R1, R2, . . . , RK); Each route can be
represented by a sequence of nodes with the start and end being the two depot nodes
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respectively; felec(S) is the net electricity related cost (mentioned as electricity cost for
simplicity) of the routes, i.e. charging cost minus discharging reward; Φtw(S), Φbatt(S) and
Φcargo(S) are the violations of the time window, battery and cargo constraints, βtw, βbatt
and βcargo are their corresponding penalty factors.

5.5.1 Violation Evaluation

In order to evaluate the violations and the electricity cost, we define the following variables
in Equations 5.2 - 5.6 for each node along a given route R of length n. Since the general-
ization cost of each route can be evaluated separately, we ignore the index differentiating
the routes for different EVs. We use ri to denote the ith node along route R. We write the
travelling time tij and energy consumption fij along edge (i, j) in the forms of t[i, j] and
f [i, j] respectively for clear presentation.

TEi =

{
0, i = 1

max
{

min
(
TEi−1, lri−1

)
+ sri−1

+ t[ri−1, ri], eri
}
, ∀i = 2, 3, . . . , n

(5.2)

TLi =

{
min

{
TLi+1 − t [ri, ri+1] , lri + sri

}
, ∀i = 1, 2, . . . , n− 1

|T |δ, i = n
(5.3)

T FSi =


0, i = 0

T FSi−1 + max
{
eri −

(
TEi−1 + sri−1

+ t[ri−1, ri]
)
, 0
}
, if ri−1 ∈ Vc

max
{
eri −

(
TEi−1 + sri−1

+ t [ri−1, ri]
)
, 0
}
, otherwise

(5.4)

TBSi =


0, i = n

TBSi+1 + max
{
TLi+1 − t[ri, ri+1]− lri − sri , 0

}
, if ri+1 ∈ Vc

max
{
TLi+1 − t[ri, ri+1]− lri − sri , 0

}
, otherwise

(5.5)

Fi =


0, if i = 0

Fi−1 + f [ri−1, ri] , if ri−1 ∈ Vc
f [ri−1, ri] , otherwise

(5.6)
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The value of TEi is the earliest service start time at node ri without violating any time
window constraints before it. Similarly, TLi is the latest departure time from ri that will
not result in any time window violations after it. Note that, for the calculation of TEi , we
assume the arrival time at previous nodes is no later than their corresponding latest service
start time for better evaluation of time window violations which is explained in detail later;
T FSi is the forward cumulative slack time, i.e. the difference between earliest arrival time
and earliest service start time, from the last station/depot to ri; T

BS
i is the backward

cumulative slack time, i.e. the difference between the latest departure time and latest end
service time, from ri to the first station/depot afterwards; Fi is the energy consumption
(in time of recharge) from the last station/depot to ri.

With these variables, we evaluate the violations and electricity cost as follows:

Cargo Capacity Violation

The cargo capacity violations of a route R and a solution S are computed as in Equations
5.7 and 5.8 respectively.

Φcargo(R) = max

{
n∑
i=1

qri −Q, 0

}
(5.7)

Φcargo(S) =
∑
R∈S

Φcargo(R) (5.8)

Time Window Violation

We calculate the time window violation for route R as in Equation 5.9. As mentioned, we
assume the arrival time at nodes before ri is no later than their latest service start time for
the calculation of time window violation at node ri. In doing so, we can avoid penalizing a
good customer sequence only because they occur after a time window violation [103]. The
time window violation for a solution S is computed as in Equation 5.10.

Φtw(R) =
n∑
i=1

max
{
TEi − lri , 0

}
(5.9)

Φtw(S) =
∑
R∈S

Φtw(R) (5.10)
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Battery Capacity Violation

The battery violations for a route R and a solution S are defined in Equations 5.11 and
5.12, respectively.

Φbatt(R) =
∑

r∈R∩Vs

max {Fr −B, 0} (5.11)

Φbatt(S) =
∑
R∈S

Φbatt(R) (5.12)

5.5.2 Net Electricity Related Cost

In order to calculate the electricity cost of a given route, we need to determine the optimal
charging/discharging schedule associated with the route. To this end, we first infer the
possible charging/discharging time at each station and depot node along the route. And
then, since the schedule at a station/depot node can affect the possible staying time at
its subsequent nodes thus influence the subsequent schedules, we infer the interactions of
the schedules at different station and depot nodes. Finally, we construct an optimization
model based on the extracted information along with other problem constraints and solve
it to determine the final schedule.

The staying time at node ri ∈ R can be easily represented as
[
TEi , T

L
i

]
. However, under

the discretized charging/discharging assumption, an EV can not start charging/discharging

at ri until time δdT
E
i

δ
e, and it is not allowed to charge/discharge at node ri after time δbT

L
i

δ
c.

Therefore, the possible charging/discharging time at node ri ∈ R is
[
δdT

E
i

δ
e, δbT

L
i

δ
c
]
. Ac-

cordingly, we define the set of connected periods at ri as Ti =
{
dT

E
i

δ
e, dT

E
i

δ
e+ 1, . . . , bT

L
i

δ
c
}

.

To model the interaction between consecutive station/depot nodes, we define the mutual
exclusiveness of charging/discharging periods at different nodes. Suppose ri and rj (i <
j) are two consecutive station nodes along route R, their connected periods are Ti =
{t1i , t2i , . . . , t

mi
i } and Tj =

{
t1j , t

2
j , . . . , t

mj
j

}
respectively. If the charging/discharging during

period tpi ∈ Ti at node ri will makes it impossible for the EV to arrive at node rj before
the start of period rqj ∈ Tj, we say periods tpi for node ri and tqj for node rj are mutually
exclusive. All such tqj form the mutually exclusive set for tpi at node ri, namely Mp

i .

More specifically, we use the forward slack time T FSi to infer the mutually exclusive set
for tpi ∈ Ti as in Equation 5.13. Recall the definition of the forward slack time, we claim
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that as long as the EV leaves node ri before TEi +T FSj , the schedule at rj will not be affected
by the schedule at ri. Hence, the mutually exclusive set is empty. On the other hand, if
the EV charges/discharges during period tpi such that δtpi > TEi + T FSj , the arrival time at

node rj will be postponed by δtpi −
(
TEi + T FSj

)
. Consequently, charging/discharging at rj

during periods that starts before TEj + δtpi −
(
TEi + T FSj

)
will be impossible.

Mp
i =

{
∅, if δtpi ≤ TEi + T FSj{
tqj : δ(tqj − 1) < TEj + δtpi −

(
TEi + T FSj

)}
, otherwise

(5.13)

As simultaneously determine charge/discharging schedule at multiple nodes is very
complicated, we make the following assumptions which might sacrifice solution quality but
drastically enhance solution efficiency.

• Limited Station Visits: we assume there are at most two station nodes along a
route. This assumption is realistic because the main focus of commercial EV fleets is
satisfying logistic requests, whereas ancillary service provision is just a sideline. Vis-
iting stations over twice per day might affect an EV’s regular businesses. Moreover,
frequent charging/discharging can accelerate battery degradation which will result in
high battery replacement costs later.

• Simplified Schedule: each EV is allowed to perform either discharge or charge
at en-route station(s), but is prohibited to do both during a single visit. In addi-
tion, if an EV visits stations twice and requires en-route charging, we only consider
performing minimal charging ensuring the EV can successfully return to the depot.
This assumption excludes the possibility of over-charging at one station during off-
peak hours and discharging at another station later, but can largely accelerate the
solving process. Further, as mentioned, this assumption assists to avoid frequent
charging/discharging, which is beneficial to battery lifespan.

• Hierarchical Decision Making: for the case of two en-route station visits, instead
of jointly optimizing en-route and at-depot schedule, we solve these two problems
sequentially in the spirit of divide-and-conquer. We first schedule en-route charg-
ing/discharging and then determine at-depot schedule based on it. We calculate the
cost of the routes as the sum of en-route and at-depot costs as shown in Equation 5.14.
Under this assumption, the problem complexity is largely reduced, and we are still
able to find solutions of high quality according to preliminary manual investigations.
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felec(r) = fdepot(r) + fen−route(r) (5.14)

We define the electricity related cost of a solution S in Equation 5.15.

felec(S) =
∑
R∈S

felec(R) (5.15)

In particular, for each of the routes, we consider the following three cases with respect
to the number of station nodes along the route.

No Station Node

If there is no station node along R, fen−route(R) = 0, we only consider the at-depot schedule.
Since the EV’s battery is fully charged at the beginning of the planning horizon and the
night charging price is the cheapest throughout a day, it is unreasonable to charge the
EV at the depot during the planning horizon. The pseudo code for scheduling at-depot
discharge is presented in Algorithm 4.

As mentioned earlier, given a route R of length n, we can infer the connected periods
at the two depot nodes (the first and the last node along R) T1 = {t11, . . . , t

m1
1 } and

Tn = {t1n, . . . , tmnn }. For each period ti1 ∈ T1, we infer its mutually exclusive set M i
1.

Moreover, we calculate the total number of periods we can discharge without violating
battery constraints Ω = bB−Fn

δ
c.

We then construct the following MIP problem named NoStat:

Υ∗ = Max
d

∑
t∈T1

P t
disd

t
1 +

∑
k∈Tn

P k
disd

k
n (5.16)

s.t.
∑
t∈T1

dt1 +
∑
k∈Tn

dkn ≤ Ω (5.17)

dt1 + dkn ≤ 1, ∀k ∈M t
1,∀t ∈ T1 (5.18)

Where dt1, ∀t ∈ T1 and dkn, ∀k ∈ Tn are binary decision variables indicating if the EV
discharges during the associated time period at the two depot nodes (= 1) or not (= 0)
respectively. P t

dis is the discharging reward rate at time period t. The objective function
5.16 seeks to maximize the discharging reward, Constraint 5.17 makes sure that the battery

37



level is always positive, while Constraints 5.18 serve to describe the mutual exclusiveness
among periods.

Let d represents a vector of all decision variables in NoStat Problem. Since d = 0 is a
feasible solution to the NoStat Problem and the feasible region of the problem is bounded,
there must exist an optimal solution, namely d∗. We denote the corresponding optimal
value of the objective function as Υ∗. The route’s electricity cost is then calculated as
the sum of discharge reward and the cost for fully recharge battery during the night as in
Equation 5.19 where sum(d∗) means the summation of all entries in d∗.

felec(R) = −Υ∗ + (
Fn
δ

+ sum(d∗))× P night
re (5.19)

Algorithm 4 Discharging Schedule for a Route with No Station Node

1: T1, Tn ← ConnectedPeriod(TE1 , TL1 , TEn , TLn )
2: Ω← bB−Fn

δ
c

3: if Ω > 0 then
4: for ti1 in T1 do
5: infer mutually exclusive set M i

1 ⊂ Tn

6: Υ∗, d∗ ← NoStat()
7: felec(R) = −Υ∗ + (Fn

δ
+ sum(d∗))× P night

re

8: else
9: felec(R) = Fn

δ
× P night

re

Solving the NoStat problem with traditional MIP solvers requires exponential time.
In order to accelerate the solving process, we reformulate the problem as a 0-1 knapsack
problem with mutually exclusive items (KPMEI). We regard each discharging period as
an item with the weight of 1 and the value of the associated discharging reward. Given a
knapsack of capacity Ω, we seek to fill the knapsack with a subset of the items such that
the total weight does not exceed the knapsack capacity and the total value is maximized.
According to the mutual exclusiveness described by Equations 5.18, some pairs of items
can not be included in the collection simultaneously.

As shown in Algorithm 5, we decompose this problem into a sequence of classical
0-1 knapsack problems, i.e. 0-1 knapsack problem without mutually exclusive items, by
enumerating the last period that the EV could performs discharge at node r1. In particular,
suppose the last period at node r1 is tl1, the possible discharging period at node rn is Tn\M l

1

(it is not hard to find that the mutually exclusive sets for periods before tl1 at node r1 are
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subsets of M l
1). Then, the problem become selecting Ω items from {t11, . . . , tl1}∪

(
Tn \M l

1

)
,

which can be solved in polynomial time using the dynamic programming approach proposed
in [116]. We solve the classical knapsack problem for at most |T1| times, then select the
highest value achieved as the optima of the original problem. In this way, the KPMEI can
be solved in very efficiently. We denote the highest reward achieved through solving the
classical 0-1 knapsack problems and the set of periods that the EV discharges with Υ∗ and
dis∗ respectively, the electricity cost can be computed as in Equation 5.20.

fdepot(R) = −Υ∗ + (
Fn
δ

+ |dis∗|)× P night
rch (5.20)

Algorithm 5 Knapsack Approach for No Station Visit

1: Υ∗, dis∗ ← Knapsack(Tn,Ω) (No item selected from T1)
2: for tl1 in T1 do
3: T

′ ← {t11, . . . , tl1} ∪
(
Tn \M l

1

)
4: val, dis← Knapsack(T

′
,Ω)

5: if val > Υ∗ then
6: Υ∗, dis∗ ← val, dis

7: fdepot(R) = −Υ∗ + (Fn
δ

+ |dis∗|)× P night
rch

Here we provide an example. Suppose TE0 = 0, TL1 = 122, TEn = 1070, TLn = 1140,
T FSn = 100, Fn = 130, and battery capacity B = 270, the number of the planning periods
|T | = 19, length of each period δ = 60, the planning horizon is [0, 1140].

The EV can discharge the battery for Ω = bB−fn
δ
c = 2 periods. As bT

L
1

δ
c = 2, the

connected period at node r1 is T1 = {1, 2}. Similarly, as dT
L
n

δ
e = 18, the connected period

at node rn is Tn = {18, 19}. For period 1 in T1, since δ < T FSn , M1
1 = ∅. If we discharge

during period 2 at node r1, the earliest arrival time at node rn will be postponed by
2δ−T FSn = 20. Given that (18−1)δ < TEn +20 = 1090 and (19−1)δ > 1090, the mutually
exclusive set for period 2 at node r1 is M2

1 = {18}. We then construct the following NoStat
Problem:

Υ∗ = max
d
P 1
disd

1
1 + P 2

disd
2
1 + P 18

disd
18
n + P 19

disd
19
2

s.t. d1
1 + d2

1 + d18
n + d19

n ≤ 2

d2
1 + d18

n ≤ 1

(5.21)

The schedule can be easily determined by solving the following two sub-problems.
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• If period 2 is the last period at r1, select 2 periods from {1, 2, 19}

• If period 2 is not last period at r1, select 2 periods from {1, 18, 19}

One Station Node

The pseudo code for the case of one station node is shown in Algorithm 6.

Algorithm 6 Charge/Discharge Schedule for a Route with One Station Node

1: k ← the position of the station in the route, i.e. rk ∈ Vs
2: ∆← Fk + Fn −B
3: T1, Tk, Tn ← ConnectedPeriod(TE0 , T

L
1 , T

E
k , T

L
k , T

E
n , T

L
n )

4: Check mutually exclusive periods for ∀ti1 ∈ T1 and ∀tjk ∈ Tk
5: Υ∗, d∗, r∗ ← SolveMIP(∆)
6: if feasible then
7: felec(r)← Υ∗ + (Fk+Fn

δ
+ sum(d∗)− sum(r∗))× P night

re

8: else
9: felec(r)← LargeNumber

Suppose the station is the kth node along the route R. We first calculate ∆ = Fk +
Fn − B, and Ω as in Equation 5.22. If ∆ > 0, we have to recharge at the station to make
sure the EV have enough energy to complete the trip, otherwise we can either discharge
or charge at the station. Then, similar to the analysis done for ”No Station Visit” we
infer the connected periods at the two depots node and the station, i.e. T1, Tn and Tk. In
addition, for each period ti1 ∈ T1 and tjk ∈ Tk we infer their mutually exclusive sets M i

1 at
node rk and M j

k at node rn respectively.

Ω =


d∆
δ
e, if ∆ ≥ 0

b−∆

δ
c, otherwise

(5.22)

We then construct the OneStat Problem with respect to the value of ∆.

If ∆ < 0, the problem is defined by Equations 5.23 - 5.30 where d′s, r′s and y are binary
decision variables. dij indicates if the EV discharges at node rj during period i (= 1) or
not (= 0). r′s are defined in a similar way yet for recharging. y takes a value of 1 if the
EV discharges at node rk and takes 0 otherwise.
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Υ∗ = min
d,r

∑
j∈Tk

P j
rer

j
k −

∑
i∈T1

P i
disd

i
1 −

∑
j∈Tk

P j
disd

j
k −

∑
t∈Tn

P t
disd

t
n (5.23)

s.t.
∑
i∈T1

di1 +
∑
j∈Tk

djk +
∑
t∈Tn

dtn −
∑
j∈Tk

rjk ≤ Ω (5.24)

δ
∑
j∈Tk

rjk ≤ Fk + δ
∑
i∈T1

di1 (5.25)

δ

(∑
i∈T1

di1 +
∑
j∈Tk

djk

)
+ Fk + Fn ≤ B + δ

∑
j∈Tk

rjk (5.26)

∑
j∈Tk

djk ≤ |Tk|y (5.27)

∑
j∈Tk

rjk ≤ |Tk|(1− y) (5.28)

di1 + rjk + djk ≤ 1, ∀j ∈M i
1,∀i ∈ T1 (5.29)

rjk + djk + dtn ≤ 1, ∀t ∈M j
k ,∀j ∈ Tk (5.30)

The objective function 5.23 minimizes the electricity cost during the planning horizon.
Constraints 5.24 and 5.25 serve to make sure that the battery level will not be below zero or
exceed its capacity. Constraints 5.26 guarantee the EV has enough energy to complete the
trip. Constraints 5.27 and 5.28 ensure the EV will not perform both charge and discharge
during a single station visit. Constraints 5.29 and 5.30 describe the mutual exclusiveness
among periods.

If ∆ > 0, we replace Constraint 5.24 by Constraint 5.31 to make sure the EV have
enough energy to complete the trip. In addition, we force djk = 0,∀j ∈ Tk because en-route
recharging is necessary in this case. We note that for a similar reason described in the case
of ”No Station Visit”, the optimization model is feasible when ∆ < 0. When ∆ > 0, it is
possible for the OneStat Problem to be infeasible. If so, we assign a large cost to this route
as a penalty. Otherwise, the route’s cost is computed as in Equation 5.32 where Υ∗ is the
minima of the OneStat Problem, d∗ (a vector of decision variables d′s) and r∗ (a vector of
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decision variables r′s) are optimal solution to the problem, sum() is a function intakes a
vector and returns the summation of all of its entries.

∑
j∈Tk

rjk − (
∑
i∈T1

di1 +
∑
j∈Tk

djk +
∑
t∈Tn

dtn) = Ω (5.31)

felec(R) = Υ∗ + (
Fk + Fn

δ
+ sum(d∗)− sum(r∗))× P night

re (5.32)

Two Station Nodes

The pseudo code for the case of two station nodes are shown in Algorithm 7.

Algorithm 7 Charge/Discharge Schedule for a Route with Two Station Nodes

1: k1, k2 ← the positions of the en-route stations, i.e. rk1 , rk2 ∈ Vs
2: ∆1 ← Fk1 + Fk2 + Fn −B
3: Calculate Ω based on ∆1

4: Tk1 , Tk2 ← ConnectedPeriod(TEk1 , T
L
k1
, TEk2 , T

L
k2

)
5: Infer mutually exclusive sets
6: if ∆1 ≥ 0 then
7: Υ∗, r∗ ← SolveMIP (∆1)

8: felec(R) = Υ∗ +
(
Fk1+Fk2+Fkn

δ
− sum(r∗)

)
× P night

re

9: else if ∆1 < 0 then
10: Υ∗, d∗ ← SolveMIP (∆1)
11: ∆2 ← Ω− sum(d∗)

12: Update T̂ 0
l , T̂ ne and ˆtnsf

13: Υ∗∗, d∗∗ ← AtDepotSchedule(∆2)

14: felec(R) = Υ∗ + Υ∗∗ +
(
Fk1+Fk2+Fkn

δ
+ sum(d∗) + sum(d∗∗)

)
× P night

re

Suppose the positions of the two station visits on the route are k1 and k2. We first
calculate ∆1 = Fk1 + Fk2 + Fn − B and Ω as in Equation 5.22. If ∆1 > 0, the EV has to
recharge at en-route stations, otherwise we schedule discharge. Then, similar to what we
have done for the previous two cases, we infer the connected periods at the two stations,
Tk1 and Tk2 , and check if these periods are mutually exclusive or not.

We then construct the TwoStat Problem with respect to the value of ∆1.
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If ∆1 > 0, the TwoStat problem is defined by Equations 5.33 - 5.37 where rij are binary
decision variable specifying if the EV charges its battery at node rkj during the period
i (= 1) or not (= 1). We note that, under the simplified schedule assumption, we only
consider performing minimum charge at the two stations such that the EV has enough
energy to complete the trip. No discharge will be scheduled at any station/depot nodes.

Υ∗ = min
r

∑
i∈Tk1

P i
rer

i
k1

+
∑
j∈Tk2

P j
rer

j
k2

(5.33)

s.t.
∑
i∈Tk1

rik1 +
∑
j∈Tk2

rjk2 = Ω (5.34)

Fk1 + Fk2 −B ≤ δ
∑
i∈Tk1

rik1 ≤ Fk1 (5.35)

Fk2 + Fn −B ≤ δ
∑
j∈Tk2

rjk2 ≤ Fk1 + Fk2 − δ
∑
i∈Tk1

rik1 (5.36)

rik1 + rjk2 ≤ 1, ∀j ∈M i
k1
,∀i ∈ Tk1 (5.37)

The objective function 5.33 seeks to minimize the en-route electricity cost. Constraints
5.34 make sure the EV has enough energy to complete the trip. Constraints 5.35 ensure
that the amount of energy we recharge at the first station won’t let the battery level
exceeds its capacity and will allow the EV to reach the next station. Constraints 5.36
serve in the same way for the second station. Constraints 5.37 describe if the periods at
the two stations are mutually exclusive or not.

When ∆1 > 0, it is possible that the OneStat Problem is infeasible. In this case, we
assign a large number to the route’s cost as a penalty. Otherwise, suppose r∗ is the optimal
solution, we calculate the route’s cost as in Equation 5.38.

felec(R) = Υ∗ +

(
Fk1 + Fk2 + Fn

δ
− sum(r∗)

)
× P night

re (5.38)

Similar to the analysis done for the case of ”No Station Node”, the TwoStat Problem
defined above can be regarded as a variant of the classical 0-1 knapsack problem as well.
Since the knapsack problem is usually constructed in a maximization manner, we re-write

43



the objective function 5.33 as Equation 5.39 where P̂ i
re = 100−P i

re > 0. Then the problem
defined by Equations 5.39 and 5.34 - 5.37 can be regarded as selecting Ω items from sets
Tk1 and Tk2 , each associated with a weight of 1 and a value of P̂ t

re, ∀t ∈ Tk1 ∪ Tk2 , so as to

maximize the total value selected. Among them, at least Lk1 = dFk1+Fk2−B
δ

eand at most

Uk1 = bFk1
δ
c items should be from Tk1 , at least Lk1 = dFk2+Fn−B

δ
e items should be from Tk2 .

Moreover, some items in the two sets are mutually exclusive.

Υ̂ = max
r

∑
i∈Tk1

P̂ i
rer

i
k1

+
∑
j∈Tk2

P̂ j
rer

j
k2

(5.39)

The pseudo code for solving this problem is presented in Algorithm 8. Again, we
decompose the problem into a sequence of sub-problems by enumerating the last period
the EV can charge at station rk1 .

Algorithm 8 Knapsack Approach for Two Station Visit (Recharge)

1: Υ̂, re∗ ← 0, ∅
2: Lk1 , Lk2 , Uk1 ← d

Fk1+Fk2−B
δ

e, dFk2+Fn−B
δ

e, bFk1
δ
c

3: for tlk1 in Tk1 , do
4: infer the mutually exclusive set at rk2 , i.e. M l

k1

5: T
′

k1
, T
′

k2
← {t1k1 , . . . , t

l
k1
}, Tk2 \M l

k1

6: if |T ′k1 | ≥ Lk1 & |T ′k2| ≥ max(Lk2 ,Ω− Uk1) then

7: val1, re1 ← Knapsack(T
′

k1
, Lk1)

8: val2, re2 ← Knapsack
(
T
′

k2
,max(Lk2 ,Ω− Uk1)

)
9: val3, re3 ← Knapsack

(
(T
′

k1
\ re1) ∪ (T

′

k2
\ re2),Ω− |re1| − |re2|

)
10: if val1 + val2 + val3 > Υ̂∗ & |re1|+ |re2|+ |re3| = Ω then
11: Υ̂∗, re∗ ← val1 + val2 + val3, re1 ∪ re2 ∪ re3

12: if Υ̂ > 0 then
13: Υ∗ ← 100|re∗| − Υ̂

14: felec(R) = Υ∗ +
(
Fk1+Fk2+Fn

δ
− |re∗|

)
× P night

re

15: else
16: felec(R)← LargeNumber

In each iteration, we first infer the possible charging period at nodes rk1 and rk2 , i.e.
T
′

k1
and T

′

k2
, based on the mutually exclusive relationship. If |T ′k1 | < Lk1 we will not be able

to select Lk1 items from Tk1 , which renders the problem infeasible. For a similar reason,
the cardinality of set T ′k2 should be greater than max (Lk2 ,Ω− Uk1). And then, we select
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Lk1 and max (Lk2 ,Ω− Uk1) items from T ′k1 and T ′k2 respectively by solving two classical
knapsack problems. After that, we solve another classical knapsack problem to select
Ω− |re1| − |re2| from the remaining periods where re1 and re2 are the sets of periods we
selected from T ′k1 and T ′k2 in the previous steps respectively. We note that, when applying
the dynamic programming approach to solve the knapsack problem, the algorithm might
select less than the required number of items. Hence, we have to check if exactly Ω items
are selected before we update the best schedule. Finally, after completing the search, the
set re, if not empty, is the optimal schedule for the EV, and we calculate the optimal
value of the original problem as Υ∗ ← +100|re∗| − Υ̂∗. The electricity cost of the route is
calculated as in Equation 5.40.

felec(R) = Υ∗ +

(
Fk1 + Fk2 + Fn

δ
− |re∗|

)
× P night

re (5.40)

If ∆1 < 0, we only consider discharging at the two station nodes and the two depot
nodes. Using the hierarchical decision making assumption, we first determine the schedule
at stations based on which we set the at-depot schedule later. The TwoStat problem for
at-station schedule is defined as in Equations 5.41 - 5.43 where dji here are decision variables
suggesting if the EV discharges its battery during period j at node ri (= 1) or not (= 0).
The objective function 5.41 seeks to maximize the total discharging reward. Constraints
5.42 guarantee the battery level of the EV will not go below zero while the last set of
Constraints 5.43 describe the mutual exclusiveness among periods.

Υ∗ = Max
d

∑
i∈Tk1

P i
disd

i
k1

+
∑
j∈Tk2

P j
disd

j
k2

(5.41)

s.t.
∑
i∈Tk1

dik1 +
∑
j∈Tk2

djk2 ≤ Ω (5.42)

dik1 + djk2 ≤ 1, ∀j ∈M i
k1
,∀i ∈ Tk1 (5.43)

It is obvious that the TwoStat Problem here has the same structure as the NoStat
Problem, thus can be solved efficiently using Algorithm 5. Suppose dis∗1 and dis∗2 are the
at-station schedules at nodes rk1 and rk2 we obtain through solving the problem, it is
possible that |dis∗1|+ |dis∗2| < Ω, suggesting that the EV could make additional profits by
discharging remaining energy at the depot. We then set the at-depot schedule by solving
the NoStat Problem again, yet some adjustments should be made. We assume the two
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stations along the route are all customers with 0 demand, and update the earliest arrival
time at node rn, latest departure time at node r1, and forward slack time at node rn as in
Equations 5.44 - 5.46 respectively.

T̂En =

{
TEn + max

[
max(dis∗2)δ − TEk2 − T

FS
n , 0

]
, if |dis∗2| > 0

TEn + max
[
max(dis∗1)δ − TEk1 − T

FS
k2
− T FSn , 0

]
, otherwise

(5.44)

T̂L0 =

{
TL0 −max

[
TLk1 − (min(dis∗1)− 1)δ − TBS0 , 0

]
, if |dis∗1| > 0

TL0 −max
[
TLk2 − (min(dis∗2)− 1)δ − tBS0 − tBSk1 , 0

]
, otherwise

(5.45)

ˆT FSn = tFSk1 + tFSk2 + tFSkn −max
[
0,max(dis∗1)δ − TEk1

]
−max

[
0,max(dis∗2)δ − TEk2

]
(5.46)

where max(dis∗i ), and min(dis∗i ), i ∈ {1, 2} are the latest and earliest periods in set
dis∗i . If dis∗i = ∅, we set max(dis∗i ) = min(dis∗i ) = 0. We then use the updated variables to
solve the NoStat Problem. We denote the optimal at-depot schedule as dis∗∗ and its cost
as Υ

′
. Then, we calculate the cost for route R as in Equation 5.47.

felec(R) = Υ∗ + Υ
′
+

(
Fk1 + Fk2 + Fn

δ
+ |dis∗1|+ |dis∗2|+ |dis∗∗|

)
× P night

re (5.47)
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Chapter 6

Computational Results

In this chapter, we evaluate the lower and upper bounds generated using the algorithms
we developed in the previous two chapters.

6.1 Test Instances

As the EVRPTW-TP has not been investigated by previous research, there is no bench-
mark data set readily available. Therefore, we construct test instances based on the ones
developed by [103] for the EVRPTW. The EVRPTW benchmark data set was constructed
based on the instances proposed by [105], it consists of one set of large instances, each
with 100 customers and 21 stations, and one set of small instances, each with 5, 10, or 15
customers and no more than 6 stations. Given the complexity of the EVRPTW-TP, we
only consider the small instances in this research. In the subsequent discussion, we refer
to the small instances in EVRPTW data set as the Schneider instances for simplicity.

The Schneider instances can be classified into 3 categories by geographical distribution
of the customer nodes. In the first column of Table 6.2, the instances start with ”R” are
random instances where customers are uniformly distributed, those start with ”C” are
clustered instances in which customers are clustered into small groups, the customer dis-
tribution of the ”RC” instances is the mixture of random and clustered distributions. The
locations of the stations are randomly selected by [103]. We directly use the geographical
coordinates and demand information provided by the Schneider instances and calculate
distances, travel time and energy consumption among nodes based on them. EV specifica-
tions also come from the Schneider instances. The EV fleet is homogeneous, each with a
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cargo capacity Q = 200, a battery capacity B = 270, and a constant energy consumption
rate g = 1. EVs’ travelling speed v is set to a constant value of 1, and EVs are charged at
a constant speed such that α = 3.39. For the sake of simplicity, we assume the discharging
speed is the same as the charging speed.

For time-related parameters, adjustments are made to fit the EVRPTW-TP settings.
Since fully charging an EV requires B = 270 minutes (4.5 hours), we set the planning
horizon as 5am−12am, i.e. [0, 1140] in minutes, such that EV operators have enough time
to recharge their fleets at night. The length of planning horizon in the Schneider instances
ranges from 230 to 3390. For instances with a planning horizon of length L > 1140,
we scale the time windows by multiplying them with a factor L

1140
. Moreover, the time

windows in the Schneider instances are relatively tight, and even tighter after scaling. The
EVs, thus, do not have much flexibility detouring to perform ”unnecessary” charge and
discharge, which is what we want to incentivize the EV owners to do in this research. To
this end, we relax the time windows to three periods of time: morning (5am − 12pm),
afternoon (12pm − 6pm), and evening (6pm − 12am). If a time window covers a subset
of the period, then EV could visit the corresponding node during the whole period. For
example, a time window [320, 500] is relaxed to [0, 780] because it covers subsets of both
the morning ([0, 420]) and afternoon periods ([420, 780]). In addition, we set service time
at each node to be 0 to further enhance the EVs’ flexibility. This can be easily generalized
in the use case that we will introduce in Chapter 7.

For charging and discharging, we set the length of each period as one hour, i.e. δ = 60.
According to the data presented in [126], less than 10% of the charging sessions at public
EV stations in urban areas are shorter than 60 minutes. Hence, we assume that setting
the minimum charging/discharging time to 60 minutes here will not influence the EV’s
operational flexibility in a significant way. The charging cost and discharging reward rates
associated are based on the real time-of-use hydro rate in Ontario, Canada [13] in effect
between May 1, 2019 and October 31, 2019 as shown in column ”Charging Cost” in Table
6.1. The unit is cents per KWh. Since the charging power is not specified in the Schneider
instances, we set the cost of charging for a whole period as the per KWh rate without a
unit, which is proportional to the actual cost under the assumption of constant charging
power. Similarly, we set the discharging reward rates with no unit. We note that the
reward rate presented in Table 6.1 are not the actual rates as they are chosen such that the
EVs could make profits by discharging at peak hours (11:00 AM - 5:00 PM) and recharge
the battery later. In addition, the reward rates also economically benefit the grid because
the discharging reward they pay is lower than the corresponding market price. The time-
of-use prices we set here is just for evaluation purposes, a more comprehensive numerical
study as well as insights about the electricity pricing scheme are presented in Chapter 7.
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Table 6.1: Time-of-Use Electricity Prices

From To Charging Cost Discharging Reward

12:00 AM 7:00 AM 6.5 6.5
7:00 AM 11:00 AM 9.4 8.0
11:00 AM 5:00 PM 13.4 10.0
5:00 PM 7:00 PM 9.4 8.0
7:00 PM 12:00 AM 6.5 6.5

Finally, we note that it is possible for the proposed EVRPTW-TP to be infeasible
on the instances we construct. The reason is that the minimal staying time at each en-
route station is 60 minutes due to the discrete charging/discharging assumption, while EVs
are allowed to charge for however long time in the EVRPTW. If an instance is found to
be infeasible, we increase the number of EVs by one until the instance becomes feasible.
In particular, we add one EV for instances ”C103-5”, ”C206-5”, ”RC108-5”, ”C202-10”,
”R102-10”, ”R203-10”, ”RC201-10” and ”RC202-15”.

6.2 Experimental Setting

All the tests are performed on a workstation running Ubuntu 18.04.4, equipped with 40
CPU processors clocked at 2.20 GHZ and 64 GB of RAM. For CPLEX, we use version
12.8.0.0 and we parallelize the computation in 32 threads. We set the time limit as 7200
seconds and (after-compression) memory limit of 40 GB. The time limit is set to 7200
seconds because, in practice, we need to solve this operational problem at night in order to
operate the fleet in the following day. We assume that solving the problem within 2 hours
allows the operator to schedule relevant issues before the start of the planning horizon. In
addition, since the value of big ”M” has significant impact on the performance of CPLEX,
we should set it to a value that makes the constraints as tight as possible. Based on the
given instances, we set the value of ”M” to 1141 for all the time-related constraints, to 271
for all the battery-level-related constraints, and to 201 for all the cargo-related constraints.

With regards to the Lagrangian relaxation, we set the initial penalty factors λ’s as 1.0,
the width of trust region ω1 = 3 at the very beginning. We chose the tolerance tol = 0.5.
Similarly, we parrallelize all the sub-problems in 32 threads but set no time and memory
limit because sub-problems are supposed to be solved to optimality, otherwise the lower
bound we obtain might be unreasonable.
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For the VNS/TS hybrid heuristic, we set all the penalty parameters βtw, βbatt, βcargo
to 10, the number of tabu iterations per round ηtabu = 30, and vary the number of VNS
iterations ηvns and early stop criteria ηearly with respect to the number of customers in-
cluded. For instances of 5, 10 and 15 customers, we set ηvns to 10, 20 and 30 respectively.
We set ηearly = 10 for instances of over 10 customers and ηearly = 5 otherwise. For the
cyclic operator, we set Nr equal to 2 when the fleet consists of 3 EVs or less and set Nr to
3 otherwise. The length of each exchange block is randomly selected from {1, 2, 3}. The
upper and lower bounds of the tabu tenure are vmin = 5 and vmax = 15. The κ for the
annealing mechanism is set to 0.5.

6.3 Model Performance

The performance of CPLEX, the Lagrangian relaxation and the VNS/TS heuristic is pre-
sented in Table 6.2. The bounds achieved by the three algorithms are presented in the ”UB”
and ”LB” columns, while the ”Time” columns document the solving time in seconds. In
the ”Gap” columns, we present the gap between the upper bounds obtained implementing
the corresponding algorithm and the lower bound generated by the Lagrangian relaxation.
We do not use the gap reported by CPLEX since those gaps are generally greater than the
gap we reported. For the heuristic, we have an additional column ”Best Iter” to record
the VNS iteration during which the best solution was found.

For instances with 5 customers, all three algorithms can solve the problem in reasonable
time. CPLEX outperforms the VNS/TS heuristic and the Lagrangian relaxation in terms
of solving time for most of these instances. The efficiency of the heuristic is comparable
with that of CPLEX, while the Lagrangian relaxation is obviously more time-consuming.
With regard to bound quality, the Lagrangian relaxation achieves a 0.00% gap for every
instance except ”RC105-5” where the gap is 0.21%. The VNS/TS heuristic achieves a zero
gap for 8 out of 12 instances. All the gaps of the heuristic are below 5%. Both algorithms
are shown to be very effective.

When it comes to instances with 10 customers, the performance of the CPLEX worsen
significantly. It can solve only 6 out of the 12 instances to optimality within the time and
memory limits. Memory usage becomes a big concern as the memory limit is violated in 6
instances. For instances that the CPLEX is able to find the optimal solutions, the solving
time on average is 3789.11 seconds, which is significantly higher than the average solving
time of the heuristic on the same set of instances of 91.41 seconds. The VNS/TS heuristic
outperforms CPLEX in all of the instances here in terms of both quality and efficiency. The
Lagrangian relaxation is still able to generate bounds of high quality. In instances solvable
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Table 6.2: Performance of CPLEX, Lagrangian relaxation, and VNS/TS heuristic

Instance Cplex Lagrangian Heuristic

Name K UB Time Gap LB Time UB Time best iter Gap

C101-5 2 82.61 3.27 0.00% 82.61 4.63 82.61 13.34 2 0.00%
C103-5 2 50.49 1.26 0.00% 50.49 3.06 50.49 9.36 3 0.00%
C206-5 2 87.19 76.41 0.00% 87.19 91.47 87.19 22.64 5 0.00%
C208-5 1 63.26 1.03 0.00% 63.26 19.25 63.26 4.34 1 0.00%
R104-5 2 40.35 64.06 0.00% 40.35 30.50 40.35 13.23 3 0.00%
R105-5 2 45.93 33.81 0.00% 45.93 44.89 45.93 15.07 3 0.00%
R202-5 1 52.86 3.58 0.00% 52.86 35.45 53.09 5.67 1 0.44%
R203-5 1 71.56 6.05 0.00% 71.56 87.17 72.47 7.11 2 1.27%

RC105-5 2 82.22 121.62 0.21% 82.05 99.07 84.21 25.07 3 2.64%
RC108-5 2 101.96 38.18 0.00% 101.96 8.75 101.96 18.56 1 0.00%
RC204-5 1 70.61 7.41 0.00% 70.61 96.11 73.51 8.12 1 4.11%
RC208-5 1 69.55 1.80 0.00% 69.55 9.88 69.55 5.94 2 0.00%

C101-10 3 164.03(∗) 3527.81 28.74% 127.41 5641.83 131.15 144.73 2 2.94%

C104-10 2 113.90(−) 7200.00 0.00% 113.90 27800.64 113.90 113.95 15 0.00%

C202-10 2 89.65(∗) 3529.64 2.35% 87.59 14071.45 89.65 89.30 2 2.35%
C205-10 2 90.03 4693.57 0.00% 90.03 503.84 90.03 82.63 1 0.00%

R102-10 4 81.22(∗) 2910.64 - - - 57.66 110.57 2 -

R103-10 2 54.75(−) 7200.00 3.66% 52.82 23548.13 54.75 124.55 12 3.66%
R201-10 1 105.02 2741.33 - - - 105.02 18.56 9 -
R203-10 2 82.75 1515.83 - - - 83.49 163.54 7 -

RC102-10 4 165.67(∗) 2383.08 14.68% 144.47 3684.50 144.47 168.12 4 0.00%

RC108-10 3 153.99(∗) 2776.38 8.63% 141.76 1708.13 142.48 113.62 1 0.51%

RC201-10 2 125.40(∗) 5295.07 0.00% 125.40 3362.22 125.40 98.32 6 0.00%
RC205-10 2 161.15 1288.87 0.00% 161.15 814.86 162.36 71.43 2 0.75%

C103-15 3 * 1443.57 - - - 108.22 367.32 1 -

C106-15 3 111.94(∗) 2638.52 - - - 96.21 465.78 12 -
C202-15 2 - 7200.00 - - - 151.83 652.23 21 -
C208-15 2 - 7200.00 - - - 118.58 277.66 2 -
R102-15 5 - 7200.00 - - - 65.17 172.19 2 -

R105-15 4 90.28(−) 7200.00 - - - 75.63 769.23 22 -
R202-15 2 * 1096.87 - - - 145.99 337.82 3 -

RC103-15 4 * 1755.29 - - - 126.20 699.84 11 -
RC108-15 3 * 1953.75 - - - 147.52 768.09 23 -
RC202-15 3 * 1824.96 - - - 143.80 471.38 3 -
RC204-15 2 * 934.20 - - - 142.20 332.50 2 -

Instances that violate the memory and time limits are labeled with ∗ and − respectively

using the Lagrangian relaxation, the gap between the lower bound obtained and the best
solution found by the heuristic is no more than 3.66%. However, as the sub-problems
become difficult to solve in instances with 10 customers even when there is only one EV,
we are not able to obtain reasonable lower bound for 3 out of the 12 instances.

For instances with 15 customers, both CPLEX and the Lagrangian relaxation suffer
in terms of memory and computational time. CPLEX finds feasible solutions that are far
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away from the optima for only 2 out of the 11 instances, while the VNS/TS heuristic is
able to solve all the instances within 483.09 seconds on average.

The results clearly show the VNS/TS heuristic’s ability to find ”high quality” solutions
within reasonable time for these instances. In the real-world settings where logistic de-
mands and price information are given one day ahead, the heuristic has the capability to
solve instances of larger sizes. We further discuss the heuristic’s performance on a realistic
use case in Chapter 7.

52



Chapter 7

Use Case and Analysis

In this study, with the solution methods we developed in the previous chapters, we apply
the EVRPTW-TP model to a realistic use case that we construct for an EV fleet provid-
ing online grocery delivery services, which attracted great attention amid the COVID-19
pandemic, in the Kitchener-Waterloo (KW) region in Ontario, Canada. Through computa-
tional experiment, we investigate the impact of electricity pricing schemes, time windows,
and fleet size on the fleet’s routing and charging/discharging behaviors based on which we
provide some critical managerial insights.

7.1 Use Case Settings

Online Grocery Delivery

We consider a local grocery store that uses EVs to provide online grocery delivery services.
This business model has been increasingly popular in recent years [110], especially dur-
ing the COVID-19 pandemic when people are performing social distancing and avoiding
going to public areas such as supermarkets and local stores. In the KW region, retail
giants, such as Walmart, Zehrs, and T&T Supermarket, as well as local small businesses
are all providing such services. Customers could browse available items and place orders
online, service providers would then perform touch-free delivery during the time slot that
customers booked. Due to the considerable demand during the COVID-19 crisis, orders
usually have to be placed at least one day ahead for free delivery. Customers could, of
course, pay additional fees for same-day delivery, but this is not the choice that the major-
ity of people would make. In this study, we only take into account regular orders, i.e. the
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orders made one day before their deliveries, such that routing and charging/discharging
could be scheduled before the start of the planning horizon.

EV Fleet Specifications

Due to the complexity of the EVRPTW-TP, we only consider a small fleet consists of 3 EVs
in the majority of our discussion and vary the fleet size to investigate that impact on fleet
operations in Section 7.4. This fleet can provide delivery service for around 30 customers
in the designated area, which reflects the real situations that local small businesses are
faced with. The EVs in the fleet are homogeneous, i.e. with identical range, cargo capacity
etc. We consider employing an economic EV model with a range of 150 kilometers, a 32.4
kWh battery, and a cargo capacity of 200. In practice, especially in urban areas, the travel
time between locations are less affected by EV horsepower than by external factors such
as traffic conditions, weather and so on. Therefore, we directly use the travel time along
the shortest path between locations estimated by Google Maps. The planning horizon is
set as 5am - 12am.

Customers, Stations and the Depot

The geographical locations of the customers, stations and the depot are presented as blue,
red and green dots as shown in Figure 7.1 respectively. All the customers are real con-
dos/apartments randomly selected. In the majority of our discussion, we consider the
3-periods setting, i.e. partitioning the planning horizon into morning (5am - 12pm), after-
noon (12pm - 6pm) and evening (6pm - 12am). We also consider the 2-hours setting where
the planning horizon is divided into consecutive time slots lasting 2 hours each and the
no time window setting. We make comparisons among different time window settings in
Section 7.3. No matter which setting we apply, the time slot for each customer is randomly
generated. The service time at each customer is set as a constant 10 minutes which is short
because there is no waiting time for touch-free delivery.

Regarding the stations, according to the data presented by ChargeHub [22], there are
over 130 EV charging stations in the designated area among which approximately 89%
are level-2 stations and others are level-3 stations. The supply power of a normal level-2
charger is 240V AC/30A. One hour of charge using level-2 stations add 30 kilometers of
range for the EV model we employ, i.e. B = 270, α = 1.8, while level-3 stations use a 480
Volt system and can add over 100 kilometers of range per hour [89]. In this study, we only
take into account the level-2 stations for its economics and compatibility with most EV
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models. We only select 7 from the existing level-2 stations for which reasons are two-fold.
First, including too many stations will make our proposed model unsolvable with currently
available tools. However, in order to reflect the geograophical distribution of the level-2
stations, the 7 stations are selected such that EVs could easily access charging/discharging
services from anywhere in the area. Second, to the best of our knowledge, no station in
the designated area is enabled for EV discharge. It is more realistic to deploy only a small
number of stations with such capabilities at the pilot stage. We set a station located at a
large parking lot in uptown Waterloo as the depot. All of the stations and the depot are
open 24/7.

Electricity Rate

The Ontario Energy Board [12] sets two types of electricity rates: 1) time-of-use (TOU)
rates where the rate depends on when customers use electricity and 2) tired rates where
customers use a certain amount of electricity at a lower rate and pay a higher rate when
the amount exceeds the limit. The TOU scheme is applied to most residential and small
business customers while the tired scheme is adopted by a very small number of customers.
In this study, we apply the TOU rates in Ontario, Canada for the majority of the analysis
and compare different electricity pricing schemes in Section 7.2. With regard to discharging
reward, currently, the province of Ontario does not have such a discharging reward plan.
We set the reward rate in a way to ensure that it is profitable for the EV owners to provide
ancillary services for the grid. In most of the senarios that we consider, the reward rates
are set to be slightly lower than the electricity rates during the same time period. We
compare different electricity pricing schemes in detail in Section 7.2.

7.2 Electricity Pricing Scheme

As shown in Table 7.1, we consider four electricity pricing schemes including two dynamic
schemes (A and B), one static scheme (C) in bidirectional V2G context and one dynamic
scheme (D) in unidirectional V2G context. The electricity price periods are defined by the
Ontario Energy Board [12] as shown in Figure 7.2.

In scheme A, the charging rates are the real hydro rates in effect between May 1,
2018 and Nov 1, 2019. The reward rates are set between the charging rate in the same
period and the the charging rate in a period when the grid pressure is relatively lower.
For instance, given the on-peak charging rate 13.40¢/kWh and the mid-peak charging
rate 9.40¢/kWh, the on-peak reward rate is set as 10.0¢/kWh. This way, the EVs could
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Figure 7.1: Selected Customers and Stations

Figure 7.2: Time-of-Use Electricity Price Periods [12]
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Table 7.1: Electricity Prices

On-Peak (¢/kWh) Mid-Peak (¢/kWh) Off-Peak (¢/kWh)

Scheme Charge Discharge Charge Discharge Charge Discharge

A 13.40 10.00 9.40 8.00 6.50 6.50
B 13.40 13.40 9.40 9.40 6.50 6.50
C 9.40 8.00 9.40 8.00 6.50 6.50
D 13.40 0.00 9.40 0.00 6.50 0.00

make profits by discharging in a on-peak (mid-peak) period and re-charging its battery in
mid-peak (off-peak) periods. On the other hand, in a competitive energy market [130], we
believe, the original electricity price can well represent the overall cost of energy generation
and grid operation. Setting the reward rate slightly lower than the same-period charging
rate makes the scheme also economically attractive to the grid operator. Scheme B where
reward rates are equal to the same-period hydro rate is the dynamic electricity pricing
scheme commonly implemented by previous research, see, for example, [61], [87] and [66].
Scheme C is a static pricing scheme where charging and discharging rates are constant
values throughout the planning horizon. This is the case in Ontario starting from May
30, 2020 as one of the policy efforts made to support the gradual reopening of the local
economy. We note that, instead of setting constant charging and discharging rates for the
whole day, we set them to a low value during off-peak hours so that it’s profitable for the
EVs to provide the ancillary services. Scheme D is the case without discharging reward.

The results of the numerical studies are shown in Table 7.2. The first two columns
present the daily total distance traveled and the total electricity cost of the fleet, while
the last two columns document the number of hours that the fleet performs charge and
discharge during the planning horizon. Note that for the ”Cost” column, a negative number
means the fleet make positive profits during the day. For the dynamic schemes, we consider
both the summer and winter rates, while, for schemes C and D, the TOU prices are identical
in summer and winter.

The first insight is that the bidirectional V2G programs are economically attractive to
EV owners. In the unidirectional V2G setting (scheme D), the grocery store is supposed
to pay $2.02 each day for charging which is 52% higher than the cost they have to pay
when discharging is enabled and priced in a static manner (scheme C). If the dynamic
prices are applied (schemes A, B) the fleet does not need to pay for its energy consumption
anymore. Further, in the most optimistic case (scheme B in winter), the fleet could earn
around $2.80 per day for providing ancillary services for the grid. The potential gains for
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Table 7.2: Overall Electricity Cost and Charging/Discharging Hours under Pricing Schemes

Scheme Distance (km) Electricity Cost (¢) Charging (hr) Discharging (hr)

A (summer) 154.89 -9.36 2 9
A (winter) 148.60 -18.14 2 9

B (summer) 187.29 -233.86 3 10
B (winter) 180.75 -279.72 5 12

C 148.24 132.55 0 8
D 143.88 202.03 0 0

the fleet might look negligible in a daily basis, however, the annual difference could be up
to $1205 assuming 250 business days in a year. The potential savings and profits could be
even higher for companies who own EV fleets of larger sizes.

In addition, though not surprising at all, we observe that electricity prices have great
impacts on fleet operations. In particular, since the reward rate in scheme B is much higher
than that in scheme A, EVs are more willing to over-discharge amid peak hours and detour
to recharge their batteries later. The travelling distance under scheme B is, on average,
32 kilometers longer than that under scheme A. EVs spend 1 - 3 more hours to perform
discharge under scheme B than under scheme A. Moreover, the overall electricity cost varies
significantly between these two cases. An important observation here is that price is a very
powerful information signal that can assist to conduct effective communication between
commercial EV fleets and the grid. Though this is beyond the scope of this research,
we could definitely incorporate the analytical framework we develop in this thesis with
the domain knowledge in energy and logistic systems to investigate the electricity pricing
strategies in bidirectional V2G context.

Further, for schemes A and B, the total electricity cost is lower in winter than in
summer. Taking scheme B as an example, in Figure 7.3, each blue line depicts one EV’s
battery level through a day while its charging/discharging behaviors are highlighted in
red. The green dash lines in Figure 7.3 present the discharging reward rates through a
day. In summer, in order to perform discharging during peak hours (11am - 5pm), at least
one EV has to detour at the middle of the day because, some customers should be served
before 12pm, i.e. the end of the morning period. However, in the winter setting, on-peak
periods are 7am - 11am and 5pm - 7pm. All the EVs could stay at the depot before 11am
to perform discharge and leave for service provision after that. As a consequence, the
traveling distance in winter is shorter than in summer for both schemes. One takeaway for
EV operators here is that they could also adjust their time slot settings with respect to
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the season. For instance, in this case, cancelling the morning service period could, in some
way, decrease the overall electricity cost. The real adjustments in practice may not be this
extreme, but one should definitely take into account the price and TOU period changes
between seasons when designing service time slots.

Figure 7.3: EVs’ Battery Levels through a Day (K = 3, left: summer, right: winter)

7.3 The Impact of Time Window

As mentioned earlier, we take into account 3 time window settings which, from the tightest
to the loosest, are the 2-hours setting, 3-periods setting and the case of no time window.
Among them, the 2-hours setting is currently employed by most grocery delivery service
providers. Its relatively restrictive time slots allow customers to know the time that they
would be served more precisely, therefore, reduce their waiting times and enhance user’s
experience. However, under the 2-hours setting, the EV fleet’s flexibility in routing and
scheduling would be lower compared with that under the other two settings.

In particular, the results presented in Table 7.3 and Figure 7.4 reflect the trade-off
between timely service and operational flexibility. Under the 2-hours setting, customers
who are geographically close might book time slots that are very far away from each other.
In this case, an EV cannot always wait at a customer’s location until the beginning of the
time slot for the nearest customer. Instead, it would travel to a customer who is relatively
distant but with a time slot starting earlier, leaving the nearest customer to another EV.
However, when 3-period time window is applies, with a higher probability, the EV would be
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Table 7.3: Overall Electricity Cost under Time Window Settings

Season TW Setting Distance (km) Electricity Cost (¢) Charging (hr) Discharging (hr)

Summer
2-hours 229.19 184.90 0 6

3-periods 154.89 -9.36 2 9
no-tw 131.81 -117.36 4 12

Winter
2-hours 212.78 164.09 2 7

3-periods 148.60 -18.14 2 9
no-tw 135.95 -111.53 4 12

able to serve the customers in an order based on their geographical locations. As presented
in Figure 7.4, two EVs have to travel to Cambridge under the 2-periods setting, while only
one has to do so under the other two settings. Thanks to the increased flexibility, the total
travelling distance is reduced from over 210 kilometers for the 2-hours setting to around
150 kilometers for the 3-period setting and could even be as low as 131.81 kilometers for the
case of no time window constraints. The reduction in travelling distance from ”3-periods”
to ”no-tw” is marginal comparing with that from ”2-hours” to ”3-periods”.

With regards to ancillary service provision, the fleet, of course, have the greatest flex-
ibility in scheduling discharging under the ”no-tw” setting. In both winter and summer
cases, it is able to discharge for 12 hours in total during the planning horizon. Under
the ”3-period” setting, the fleet could perform 9 hours of discharging, while this number
decreases to 6 in summer and 7 in winter when the 2-hours setting is applies. As a con-
sequence, as presented in Table 7.3, the fleet is supposed to pay around $1.70 each day
under the 2-hours setting, while the fleet could break even in the case of ”3-periods” and
make a daily profits over $1.10 under ”no-tw”. The $2.80 difference could partially, if not
fully, represent the price of ”timely service”.

7.4 The Impact of EV Fleet Size

In this section, we consider the impact of EV fleet size on overall electricity cost under
two restrictive time window settings, i.e. the 3-periods time window and the 2-hours
time window as defined in Section 7.3. According to instance setup, the customers in our
case could not be fully satisfied by less than 3 EVs which renders the problem infeasible.
Therefore, starting from the fleet size of 3, we increase the number of EVs by 1 at a time
and document the corresponding electricity cost in Table 7.4. Intuitively, increasing fleet
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Figure 7.4: EV Routes (from top to bottom: 2-hours, 3-periods and no-tw)
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Figure 7.5: Battery Level of an EV without Logistic Service (left: summer, right: winter)

size will bring additional operational flexibility yet higher fixed cost in the meanwhile. As
a consequence, routes could be streamlined so as to reduce the overall travelling distance
and spare more time as well as battery capacity for ancillary service provision. However,
given the high acquisition cost of the EVs, deploying an EV solely for ancillary service
provision is obviously not economical for the fleet owner. In particular, Figure 7.5 depicts
the battery levels of such an EV in summer and winter respectively. In summer, the EV
discharges its battery under the on-peak rate for 4 hours and recharges under the off-peak
rate at night, bringing a profit of 100.8¢. Similarly in winter, the EV makes a profit of
109.44¢ by discharging for 6 hours under on-peak rates and recharging for 2 and 4 hours
under mid-peak and off-peak rates respectively. If adding one EV brings the fleet a profit
no greater than 100.8¢ in summer or 109.44¢ in winter, it suggests that the newly added
EV is working as a static battery storage. In this case, we should not consider adding any
EVs to the fleet anymore.

The overall electricity cost (in cents) under different fleet sizes and time window settings
are shown in Table 7.4 and visualized in Figure 7.6. Under the 2-hours time window setting
(the red lines), increasing fleet size from 3 to 4 leads to over twice as large as the cost
reduction results from the increase from 4 to 5 which, in fact, satisfies the termination
condition for both summer and winter cases. The daily profits associated with adding
one EV to the original fleet (from 3 to 4) are $2.53 and $2.55 for summer and winter
cases respectively. As for the 3-periods cases (blue lines), the termination condition is met
when the fleet size comes to 6 in summer and 5 in winter. However, the profits linked to
the additional EVs are all very marginal. As clearly shown in Figure 7.6, the blue dash
line segment from 4 to 6 appear to be nearly straight, suggesting the corresponding cost
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Table 7.4: Overall Electricity Cost of EV fleets of Different Sizes

Number of EVs

TW Season 3 4 5 6

2-hours
Summer 184.90 -67.75 -168.55 -
Winter 164.09 -91.15 -199.30 -

3-periods
Summer -9.36 -150.05 -265.97 -366.77
Winter -18.14 -186.98 -296.42 -

reduction is very close to the termination thresholds as shown by the line segment from 5
to 6.

Figure 7.6: Electricity Cost under Different
Fleet Sizes

Figure 7.7: Overall Travelling Distance un-
der Different Fleet Sizes

We also visualize the travelling distance for the fleet of different sizes and for each EV in
Figure 7.7. Each bar consists of several sub-bars highlighted in different colors representing
the travelling distance of each EV in the fleet. The sub-bars from the bottom to the top
correspond to the longest and shortest distances travelled by a single EV in the fleet. As
clearly shown, for all the four cases, when the fleet size is 3, the fleets’ overall travelling
distance is the highest, and the travelling distance is almost evenly allocated to EVs in a
fleet. As fleet size increases, the overall travelling distance decreases and the variations in
the distance travelled by a single EV increases. For the two ”2-hours” time window cases
(red and blue bars), increasing fleet size from 3 to 4 results in relatively large reduction
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in overall travelling distance, while for other cases, the distance reductions are marginal.
This observation suggests that the newly added EVs assist to reduce overall electricity cost
mainly through grid ancillary service provision instead of through streamlining the routes.

The analysis done in this section answers the question if we need to enlarge the EV
fleet or not and If so, how many additional EVs we need. Under the 3-periods setting,
it is obvious that the additional EVs will play a role very similar, if not identical, to a
battery storage without mobility. Hence, it is not economical to expand the EV fleet in
this case. As for the 2-hours time window setting, one additional EV will bring the fleet
operator more flexibility to deal with the relatively restrictive time windows. Nevertheless,
the daily profits of around $2.54, which is equivalent to an annual profits of $635 assuming
250 business days through a year, is clearly insufficient to cover the acquisition cost of the
EV. Therefore, the best strategy is to maintain the current fleet size.
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Chapter 8

Reinforcement Learning for the
EVRPTW

Motivated by the recent successful applications of deep reinforcement learning (RL) in
solving combinatorial optimization problems such as the travelling salesman problem (TSP)
and the vehicle routing problem (VRP), we conduct some preliminary analysis to explore
the possibility of employing deep reinforcement learning to solve EVRPTW-TP. In this
chapter, as the first step towards solving EVRPTW-TP, we follow the a framework similar
to that developed by [85] to solve the EVRPTW where discharging and partial charging is
not allowed and the objective is to minimize the total distance travelled by the fleet.

8.1 Reinforcement Learning Model

In a general RL framework, we regard the model we construct for solving the target problem
as an agent. Based on the given problem, we define an environment where the agent takes a
sequence of actions to tackle the problem. Each time an action is made, the agent receives
a reward signal specifying the quality of the action it just made and the state of the
environment might change as a consequence of the action. Through solving a considerable
number of instances of the target problem with the agent, we adjust the parameters in the
proposed model (train the agent) based on its performance such that the agent is able to
receive high overall reward (generate high quality solution) when faced with instances of
the target problem.
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8.1.1 The MDP Formulation

We implement a Markov Decision Process (MDP) formulation based on the framework
developed by Nazari et al [85]. In general, given a combinatorial problem whose solutions
are permutations of the nodes defined by the problem, the agent applies a stochastic policy
π to generate (decode) a solution to the problem sequentially, i.e. one node at a time.

We parameterize the policy with a deep learning model. At each decoding step, the
model intakes information about the current system state and output a pointer indicating
the next node to add to the solution. Some transition rules are then applied to update
the state of the system based on the current system state as well as the newest pointer.
This procedure is repeated until certain termination criteria is met. In particular, for the
EVRPTW where each customer, station and the depot represents a node in the system,
we define the environment and the actions as follows.

We use the local information at each node along with global information to describe
the state of the whole environment. In particular, we assign an information vector X t

i to
each node i representing the local information associated with node i at the decoding step
t. Vector X t

i is set to X t
i = (xi, zi, ei, li, q

t
i) where xi and zi represent the geographical

coordinate of node i, ei and li represent the corresponding time window, and qti is the
remaining demand at node i at decoding step t. The first four entries are static through
the decoding process, while the last one is initialized as the demand at node i, i.e. qi as
defined in Chapter 3, and is set to 0 once node i has been visited by an EV. Information
vectors for all of the nodes form a set X t = {X t

i |i = 0, 1, . . . , N + S}. We note that the
service time at each node is not taken into consideration here because we regard it as a
constant to simplify the problem in this chapter.

Besides, these nodes share a global vector Gt = {τ t, bt, evt} that consists of global
information of the whole system. The values of τ t, bt and evt indicating the time, battery
level of the active EV and the number of EV(s) available at the start of decoding step t
respectively. We note that the remaining cargo of the active EV is also an important global
variable, however, we do not consider it as one of the model inputs because the presence
of the masking scheme that is detailed in Subsection 8.1.2.

Moreover, we denote the pointer that generated at step t with yt, the set of pointers
up to step t with Y t = {yi|i = 1, 2, . . . , t}, and the decoding step at termination with t

′
.

In EVRPTW, yt is the node our EV is going to visit at step t, and Y t is the trajectory
of the fleet up to step t. The routes for different EVs are separated by depot visit(s). For
example, given a trajectory Y t′ = {0, 3, 2, 0, 4, 1, 0}, we need two EVs to complete the trip,
one travels along 0→ 3→ 2→ 0, the other travels along 0→ 4→ 1→ 0.
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At each decoding step t, we exploit a stochastic policy π to determine yt+1 (next node to
visit) based on X t, Gt (current system condition) and Yt (the EV trajectory up to step t).
In particular, we estimate the probability P (yt+1 = i|X t, Gt, Y t) , ∀i ∈ {0, 1, . . . , N + S}.
And then, yt+1 could be selected in either a greedy or stochastic manner, or, alternatively,
using the beam search. After that, the transition functions defined in 8.1 - 8.4 are applied
to update the system state.

τ t+1 =


max(τ t, eyt) + syt + t[yt, yt+1] , if yt is a customer

τ t + t[yt, yt+1] + re(bt) , if yt is a station

t[yt, yt+1] , otherwise

(8.1)

where t[yt, yt+1] represents the travel time from yt to yt+1, re(bt) is the time required to
fully charge the EV battery from the battery level bt, and syt is the service time at node
yt which is a constant in this thesis.

bt+1 =

{
bt − f [yt, yt+1] , if yt is a customer

B − f [yt, yt+1] , otherwise
(8.2)

where f [yt, yt+1] is the energy consumption from yt to yt+1, B is the battery capacity.

evt+1 =

{
evt − 1 , if yt is the depot

evt , otherwise
(8.3)

dt+1
i =

{
0 , yt = i

dti , otherwise
(8.4)

8.1.2 Proposed Model

We use a neural network to parameterize the policy π, i.e. to estimate P (yt+1 = i|X t, Gt, Y t),
∀i ∈ {0, 1, . . . , N + S}. The model structure is illustrated in Figure 8.1. The proposed
model consists of three components: the embedding, the attention mechanism and the
LSTM decoder, which is very similar to the framework proposed in [85]. The differences
mainly lie in the embedding components where a set of global variables τ t, bt along with
evt and an additional graph embedding layer are employed.
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Figure 8.1: The Proposed Model Structure

Embedding

At decoding step t, the problem inputs X t and Gt are mapped into a high dimensional
vector space. We denote the embedded model inputs with X̂ t and Ĝt. More specifically,
for node i, its geographical coordinate (xi, zi), time window (ei, li) and demand qti are

embedded to ˆloci, ˆtwi and q̂ti respectively. The embedded vectors are of the same dimension,
say ξ. The embedding layers for location, time window and demand are different but are
shared among nodes. Besides, we have three embedding layers for global variables τ t, bt

and evt, and one additional layer for the hidden state of the LSTM decoder ht, mapping
them to ξ-dimensional vectors τ̂t, b̂t, êvt and ĥt respectively.

In the classical VRP that [85] investigates, only local information at each node, i.e.
location and remaining demand, are of interest. Given that the problem is defined on a
complete graph where inter-nodes relationship is of lower importance, directly feeding these
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embedded vectors to the attention model could generate decoding sequence of high quality.
However, in the EVRPTW, global information as previously mentioned has significant
influences on solution quality and feasibility. Therefore, combining the local information
at different nodes and the global information is highly significant.

To this end, we employ the Structure2Vec tool [29], which has been successfully applied
by [65] to tackle combinatorial problems over graphs. The graph embedding layer intakes
all the aforementioned embedded vectors and computes a ξ-dimensional vector µit for each

node i. In particular, we initialize a vector for node i as µ
(0)
i = ˆloci, and then update

µ
(k)
i ,∀k = 1, 2, . . . , p recursively using Equation 8.5.

µ
(k)
i = relu{θ1b̂t + θ2τ̂ t + θ3êvt + θ4ĥt + θ5q̂ti + θ6

ˆtwi+

θ7

∑
j∈Vc,s,od

µ
(k−1)
j + θ8

∑
j∈Vc,s,od

relu [θ9w(i, j)]} (8.5)

where Vc,s,od is the set of all nodes, w(i, j) represents the weight on edge (i, j). For
EVRPTW, w(i, j) is defined as the distance among edge (i, j),∀i, j.

After p steps of recursion, the network will generate a ξ-dimensional vector µ
(p)
i for node

i and we let µti equal to µ
(p)
i . At each recursion step, the global information and location

information are aggregated by the first 6 terms of Equation 8.5. Moreover, the information
at different nodes and edges propagates among each other via the last two summation
terms. The final embedded vectors µti contains both local and global information, thus
could better represent the complicated context of the graph.

The Attention Mechanism

Similar to [85], we utilize the context-based attention mechanism proposed by [5]. We first
calculate a context vector ct specifying the state of the whole graph as a weighted sum of
µt0, µ

t
2, . . . , µ

t
M+N :

ct =
M+N∑
i=0

atiµ
t
i, (8.6)

where the weight of node i is computed as

ati = softmax
(
vt
)

(8.7)

69



vti = Wvtanh
(
Wuµ

t
i

)
(8.8)

Then, based on the context vector ct and embedded embedded vectors of all the nodes,
we estimate the probability of visiting each node at the next step as

pti = P (yt+1 = i|X t, Gt, Y t) = softmax(gt) (8.9)

gti = Wgtanh
(
Wc[µ

t
i; ct]

)
. (8.10)

In 8.6 - 8.10, Wv, Wu, Wg and Wc are trainable variables, and [; ] means concatenating
the two vectors on the left and right of the ; symbol.

In order to accelerate the training process and ensure solution feasibility, we design
several masking schemes to exclude infeasible routes. In particular, suppose that the EV
is currently at node i at decoding step t, if node j,∀j 6= i satisfies one of the following
conditions, we assign a very large negative number to the corresponding vtj and gtj such
that the calculated weight atj and probability ptj will be very close to 0.

• There is no remaining demand at customer node j, or the remaining demand is
greater than the cargo capacity available.

• Current battery level bt can not support the EV to travel to node j, and to travel
back to the depot from node j.

• The earliest arrival time at node j is later than lj.

• Given the current time τ t, the travelling time from node i to node j and the recharging
time at node j, if node j is a station, will result in violations of the planning horizon
constraint, i.e. fail to return to the depot before the end of planning horizon.

• We mask all the nodes except the depot node if the EV is currently at the depot and
there is no remaining cargo at any customer nodes.

The LSTM Decoder

Similar to [85] and previous literature including [5] and [112], we use the Recurrent Neural
Network (RNN), more specifically LSTM, to model the decoder network. At decoding step
t, The LSTM intakes the embedded location vector of the EV’s current position ˆlocyt as

70



well as the hidden state from the preceding decoding step ht−1 and output a hidden state
ht maintaining information about the trajectory up to step t, i.e. Y t. The hidden state
ht is then embedded to ĥt which is fed to the attention model as introduced earlier in this
section.

8.2 Training Method

We implement a policy gradient method similar to [85] and [8] to train the proposed
model. To this end, we use θ to denote all the trainable parameters in the model, and
define a loss function as in Equation 8.11 representing the expected total reward of the
trajectory sampled using the policy pamaterized by θ, i.e. πθ. We minimize L(θ) using the
REINFORCE gradient estimator with greedy rollout baseline BL similar to [72], as shown
in Equation 8.12. At each training step, given a batch of instances generated on the fly,
we can estimate the gradient by sampling trajectories for the instances with πθ and taking
average of the terms inside the expectation symbol in Equation 8.12.

L(θ) = EY∼Pθ(Y ) [r(Y )] (8.11)

∇θL = EY∼Pθ(Y |X0)

{[
r(Y )−BL(X0)

]
∇θlogPθ(Y |X0)

}
, (8.12)

where X0 is a given instance, Y is the trajectory sampled using policy πθ, r(Y ) is the
total reward of trajectory Y , BL(X0) is the reward achieved by the baseline policy πBL

on instance X0, and Pθ(Y |X0) is the probability that trajectory Y is generated by policy
πθ given instance X0.

We define the reward of trajectory Y = {y0, y1, . . . , yt
′} as given in Equation 8.13. The

first term represents the negative total distance travelled by the EV fleet. In the training
process, it is possible that the model will generate trajectory that requires more than the
given EVs, we use the second term to penalize the excessive usage of EVs. Moreover, if the
depot is located very close to a station, the model might achieve low travelling distance
by constantly moving between this station and the depot. In order to prevent this ”trick”,
we introduce the third term to penalize every station visit, which is plausible because we
only visit charging station when necessary under the EVRPTW setting.

r(Y ) =
t′∑
t=1

γ(yt−1, yt) + βev max{−evt
′

, 0}+ βstatStat(Y ), (8.13)
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where γ(yt−1, yt) is the negative distance between nodes yt−1 and yt; evt
′

is the number
of EV(s) remained (note that this could be of a negative value); Stat(Y ) is the number of
station visit(s) along trajectory Y ; βev and βstat are two pre-determined constants.

With regard to Pθ(Y |X0), we use the probability chain rule proposed in [112] to de-
compose the probability as shown in Equation 8.14. Terms P (yt+1|X t, Gt, Y t) on the right
hand side could be obtained from the model at each decoding step.

P (Y |X0) =
t′−1∏
t=0

P (yt+1|X t, Gt, Y t) (8.14)

Regarding the baseline policy, for the first Λ training steps, we simply use the mean
reward of the whole batch, after which we use the rollout baseline proposed by [72]. More
specifically, we initialize the baseline policy πBL as the policy we have at the beginning
of the Λth steps. And then, after the Λth step, we compare the current model with the
baseline model every ζ training steps. If the current model is significantly greater than the
baseline model on a separated test set according to a single-side paired t-test (α = 5%),
then we update the baseline and generate a new test set to avoid overfitting, otherwise we
keep the baseline and the test set.

The pseudo code of the training algorithm is summarized in Algorithm 9. At each train-
ing step, we generate N random instances and perform simulation on them to approximate
the gradient as in Equation 8.12. In each instance, the nodes are uniformly distributed
among a region [0, 1] × [0, 1]. We use a way similar to [105] to generate the time window
for each customer. The center of a time window is uniformly distributed among [0, 1] while
the length is normally distributed with mean 0.2 and standard deviation 0.05. We use the
Adam optimizer [67] to update the parameters θ and update the baseline policy if certain
conditions are met. For the EVRPTW, the termination condition is that the EV has come
back to the depot and there is no remaining demand at any customer nodes.

8.3 Numerical Experiment

8.3.1 Experimental Settings

We perform all the tests in this section using a Macbook Pro (2018) running Mac OS
10.13.6 with 4 CPU processors at 2.3 GHZ and 16 GB of RAM. The RL model is realized
using the Tensorflow 2.2.0. The codes are implemented in Python.
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Algorithm 9 REINFORCE with Rollout Baseline

1: initialize the actor network with random weights θ, test instance set S.
2: for i = 1, 2, ... do
3: Generate N random instances X = {X1,X2, . . . ,XN}
4: for n = 1, . . . ,N do
5: initialize decoding step counter tn ← 0
6: repeat
7: choose ytn+1

n according to the distribution Pθ(y
tn+1
n |X tn

n , G
tn
n , Y

tn
n )

8: observe new state X tn+1
n , Gtn+1

n , Y tn+1
n

9: tn ← tn + 1
10: until termination condition is satisfied
11: compute reward r(Y tn

n )

12: if i ≤ Λ then BL(Xn)← avg
[
r(Y t1

1 ), r(Y t2
2 ), . . . , r(Y tN

N )
]

13: else
14: BL(Xn)← πBL(Xn)

15: dθ ← 1
N
∑N

n=1

∑tn−1
t=1 [r(Y tn

n )−BL(Xn)]∇θ logP (Y tn
n |Xn, θ)

16: θ ← Adam(θ, dθ)
17: if i = Λ then Initialize baseline policy πBL

18: else if i mod ζ = 0 then
19: if OneSideTTest(πθ(S), πBL(S)) < α then
20: πBL ← πθ

21: Update test set S

For the RL model, we adapt most hyper-parameters from the work done by [85]. We
use seven 1-dimensional convolution layers for the embedding of location, time window,
remaining demand, LSTM hidden state, current time, battery level and the number of
available EVs respectively. All this information is embedded to a 128-dimensional vector
space. We utilize a LSTM with a state size of 128. For the Adam optimizer, the initial
step size is set to 0.001, and the batch size is N = 128. To stablize the training, we clip the
gradients such that their norms are no more than 2.0. With regard to the rollout baseline,
we set Λ to 1000 and evaluate the baseline model every 100 training steps after that. In
the reward function, the penalty factors for depot and station visits are set to 1.0 and 0.5
respectively. All the trainable variables are initialized with the Xavier initialization [44].
We train the model for 10000 steps which takes approximately 90 hours.

When training the model, we sample the trajectories in a stochastic manner to diversify
the possible circumstances encountered by the RL model. In particular, at each training
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step, the model outputs the probabilities of visiting different nodes and we select the next
node to visit according to this probability distribution. When testing, we consider three
different ways to generate solutions. First, we sample the route for a given instance in
a stochastic manner for several times and select the best solution. Second, we select the
nodes in a greedy manner, i.e. to select the node with the highest probability at each step.
Finally, we use the beam search (BS) which simultaneously maintain more than one routes
and seek to find a route with the highest overall probability.

8.3.2 Computational Results

The performance of the RL model, CPLEX and the VNS/TS heuristic developed by Schnei-
der et al. [103] is presented in Tables 8.1 and 8.2. We apply these approaches to six different
scenarios whose names indicate the numbers of customers, stations, and available EVs. For
example, ”C5-S2-EV2” means the task of 5 customers, 2 stations and 2 EVs. For each
scenario, we solve 100 instances created in the same way as we produce the RL’s training
data and report the mean total distance travelled by the EV fleet and the gap from the
minimal distance achieved by these algorithms in Table 8.1. The average solution time over
the test set in seconds is recorded in Table 8.2. We only report the results for algorithms
that can successfully solve an instance in 15 minutes. For stochastic implementation of
the RL, we perform simulations for 100 times, while for the beam search, we maintain 3
channels simultaneously.

As shown, the stochastic implementation, though more time-consuming, achieves the
lowest travelling distance among the three implementation methods for the RL. However,
its optimality gaps are 7.29% and 11.93% for scenarios ”C5-S2-EV2” and ”C10-S3-EV3”
respectively, while the performance of the VNS/TS heuristic is considered the state of the
art for both scenarios. When it comes to scenarios with 20 or more customers, similar to the
results reported in [103], CPLEX is not able to solve the problem within reasonable time.
The VNS/TS heuristic outperforms the RL model in terms of solution quality on scenarios
”C20-S3-EV3” and ”C30-S4-EV4”, yet spends 7-10 times the solution time utilized by the
RL model. The gaps between the distances accomplished by the VNS/TS heuristic and the
RL model are 17.16% and 26.19% respectively for these two scenarios. Regarding scenarios
with 40 or more customers, the RL model is the only algorithm that is able to solve the
EVRPTW within 15 minutes. In fact, even the most time-consuming RL implementation
requires less than 3 minutes.

To conclude the chapter, we note that the RL model developed in this thesis is able to
solve the EVRPTW fairly efficiently. Although it takes over 3 days to train the model, we
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Table 8.1: Comparisons of Average Total Travel Distance of the 5 Approaches
CPLEX VNS/TS RL(stochastic) RL(Greedy) RL(Beam)

Instance Distance Gap Distance Gap Distance Gap Distance Gap Distance Gap

C5-S2-EV2 2.47 0.00% 2.48 0.40% 2.65 7.29% 2.85 15.38% 2.95 19.43%
C10-S3-EV3 3.52 0.00% 3.55 0.85% 3.94 11.93% 4.46 26.70% 4.63 31.53%
C20-S3-EV3 - - 5.42 0.00% 6.35 17.16% 7.47 37.82% 7.43 37.08%
C30-S4-EV4 - - 6.91 0.00% 8.72 26.19% 9.74 40.96% 9.84 42.40%
C40-S5-EV5 - - - - 11.36 0.00% 12.76 12.32% 12.49 9.95%.
C50-S6-EV6 - - - - 13.98 0.00% 15.34 9.73% 14.94 6.87%

Table 8.2: Comparisons of Average Solution Time of the 5 Approaches
Instance CPLEX VNS/TS RL(stochastic) RL(Greedy) RL(Beam)

C5-S2-EV2 0.08 1.76 4.81 0.46 0.53
C10-S3-EV3 67.65 14.03 11.08 0.91 0.94
C20-S3-EV3 - 212.26 30.09 1.76 2.03
C30-S4-EV4 - 633.52 59.59 2.50 2.85
C40-S5-EV5 - - 87.48 2.84 3.77
C50-S6-EV6 - - 166.41 4.58 5.7

can utilize the model to solve any instance once the training is completed. With regard to
solution quality, the performance of the proposed model is still relatively far away from the
state of the art. At this stage, we regard it as a relatively good feasible solution generator
rather than an optimal solution finder, which is helpful especially for instances of very
large sizes.
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Chapter 9

Conclusion and Future Work

In this thesis, we develop an optimization approach for operating a commercial EV fleet
under bidirectional V2G context. In particular, we propose a new optimization problem,
namely electric vehicle routing problem under time-variant electricity prices (EVRPTW-
TVEP), considering practical constraints including customer service time window as well
as vehicle cargo and battery capacities. The model jointly optimizes the fleet’s route
and charge/discharge schedule over the associated monetary cost, which reflects a realistic
operational objective.

However, the proposed problem is so complicated that even powerful commercial MIP
solvers, such as CPLEX, can only solve instances of 10 customers to optimality within
2 hours. To solve relatively larger instances, we formulate a Lagrangian relaxation and a
variable neighborhood search and tabu search hybrid (VNS/TS) heuristic to generate lower
and upper bounds to the optimal solution respectively. Our computational experiments
show that both algorithms are able to provide good quality bounds for instances of less than
10 customers. The Lagrangian relaxation is relatively computationally expensive because
the derived sub-problem is still too complex to solve with CPLEX. On the other hand,
the VNS/TS heuristic is fairly powerful. It is able to generate close-to-optimal solutions
for 10-customers instances with less than 5% of the time spent by CPLEX. Further, the
VNS/TS heuristic is able to solve instances of 15 customers, which cannot be solved with
any readily available tools, in less than 13 minutes.

In addition, we utilize the VNS/TS heuristic to study a case of a local grocery store
providing online grocery delivery in the KW region in Ontario, Canada with a small EV
fleet. Implications about the economical benefits for the V2G implementation, the elec-
tricity pricing, service time slot design and fleet size are drawn from the case study. First,
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participating in the proposed V2G program can bring the fleet an annual benefit per EV
of $279 − $402 comparing with a constant electricity price and no discharge setting. The
potential profit is able to cover the fleet’s energy consumption cost even in the worst case.
Moreover, our numerical results show that electricity prices have significant impact on
fleet operations. Adjusting service hours with respect to the changes in time-of-use period
between summer and winter might be able to provide additional profits for the fleet. Addi-
tionally, the design of service time slot influences the operational flexibility in a substantial
way. Under the tight setting where each time slot lasts 2 hours, the fleet can only discharge
for 6−7 hours per day while that number can go up to 12 when no time window is applied.
Besides, the travelling distance of the first case is 57% − 75% higher than the latter one.
Regarding the fleet size, we find that, in general, employing additional EV(s) enhances the
fleet’s operational flexibility. However, it is not worthwhile to enlarge the fleet in this case
considering the high acquisition cost of EVs.

Furthermore, as the first step towards utilizing advanced machine learning algorithms
to solve the proposed problem, we develop a deep reinforcement learning (RL) model to
solve the EVRPTW. The RL model manages to obtain feasible solutions fairly efficiently.
However, there is still rooms for improvement in solution quality.

We highlight a few potential research directions for future work. Firstly, previous re-
search has shown that frequent charging and discharging has negative impacts on EV
battery’s lifespan. However, we do not take into account the cost associated with battery
degradation through the thesis. To provide more reliable and realistic operational strate-
gies, future research could incorporate the model with the battery wear cost. Secondly,
to reduce the model complexity, we employ a linear charging/discharging function and a
discretized charging/discharging schedule. Research efforts could be made to adopt more
sophisticated modeling of charging/discharging processes and continuous energy prices.
Additionally, it is fruitful to extend the proposed model to a robust optimization version
to incorporate the uncertainties in energy prices, and customer demands. Nevertheless,
more powerful solution algorithms should be developed before we delve into robust op-
timization. To be more specific, improvements could be made on the charge/discharge
optimization given a route, especially for the case of one station visit along a route. Fur-
ther, advanced techniques such as deep reinforcement learning is worth exploring as well.
The Lagrangian relaxation and the VNS/TS heuristic introduced in this thesis could be
employed in a branch-and-price approach to solve the proposed problem exactly. Finally,
it is also interesting to investigate the variants of the proposed problem considering a
heterogeneous fleet, time-dependant travelling cost, periodic routing and so on.
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[64] Merve Keskin and Bülent Çatay. Partial recharge strategies for the electric vehicle
routing problem with time windows. Transportation Research Part C: Emerging
Technologies, 65:111–127, 2016.

[65] Elias Khalil, Hanjun Dai, Yuyu Zhang, Bistra Dilkina, and Le Song. Learning com-
binatorial optimization algorithms over graphs. In Advances in Neural Information
Processing Systems, pages 6348–6358, 2017.

[66] Mahdi Kiaee, Andrew Cruden, and Suleiman Sharkh. Estimation of cost savings
from participation of electric vehicles in vehicle to grid (v2g) schemes. Journal of
Modern Power Systems and Clean Energy, 3(2):249–258, 2015.

83



[67] Diederik P Kingma and Jimmy Ba. Adam: A method for stochastic optimization.
arXiv preprint arXiv:1412.6980, 2014.

[68] Michael Kintner-Meyer, Kevin Schneider, and Robert Pratt. Impacts assessment
of plug-in hybrid vehicles on electric utilities and regional us power grids, part 1:
Technical analysis. Pacific Northwest National Laboratory, 1, 2007.

[69] Paul R Kleindorfer, Kalyan Singhal, and Luk N Van Wassenhove. Sustainable oper-
ations management. Production and operations management, 14(4):482–492, 2005.

[70] Niklas Kohl and Oli BG Madsen. An optimization algorithm for the vehicle routing
problem with time windows based on lagrangian relaxation. Operations research,
45(3):395–406, 1997.

[71] Antoon WJ Kolen, AHG Rinnooy Kan, and Harry WJM Trienekens. Vehicle routing
with time windows. Operations Research, 35(2):266–273, 1987.

[72] Wouter Kool, Herke Van Hoof, and Max Welling. Attention, learn to solve routing
problems! arXiv preprint arXiv:1803.08475, 2018.

[73] Suresh Nanda Kumar and Ramasamy Panneerselvam. A survey on the vehicle routing
problem and its variants. Intelligent Information Management, 4(3):66–74, 2012.
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